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Abstract
Model-based image interpretation systems are a widespreadly used approach
to extract high-level information, such as the facial expression of a person,
from image data. This thesis issues a main component of these systems: the
objective function. It describes how objective functions are made robust by
learning them from annotated images and extensively inspect their improvements to model fitting. Beside the generic approach, that takes all possible
occurences of an object into consideration, when learning the objective function, this thesis shows a way to learn objective functions that are specific to
several objects and will further improve model tracking algorithms.
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Chapter 1
Introduction
The interpretation of image data gain more and more in importance in different areas of modern computer sciences. Recent researches in the field of
artificial itelligence deal with applying characteristics of human communication to human-machine-interaction in order to develop systems that can
be operated in a more convenient and intuitive way than it is possible with
conventional controls basically consisting of keyboard and mouse as input
devices and screen and speakers as output devices. Modern human-machine
interfaces should make use of the communications channels a human uses,
which are the visual, the acoustic and the haptic communication channel.
The visual channel plays an important role when humans gather information
about their environment and exchange them. Therefore it is a desirable aim,
that machines are enabled to interpret images in a similar way humans do.
Model-based image interpretation methods have proven to be appropriate to
extract high-level information from image data using some previous knowledge about the object of interest. Models build an abstraction from real
world objects. They include relevant features those objects have in common whereas less relevant features are rejected. The relevance of features
depends on the concrete use case. A face model used for face recognition
for example might describe the color of the eyes, hair color, the color of the
skin and the shape of the face, whereas facial expression recognition systems
need the deformation of facial parts to be modelled. Models can be seen as
an intermediate step in the image interpretation process. The large amount
of information in images is reduced to only a small set of parameters that
describe the configuration of the model in an image. Model fitting is the
computational challenge of finding that model configuration that describes
the content of the image best [22]. Model-based image interpretation meth-
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ods consist of three main components: the model, the fitting algorithm, and
the objective function.
The model comprises a parameter vector p that represents the possible configurations of the model, such as position, rotation, scaling, and deformation.
Those parameters are usually mapped to the surface of an image, via a set
of feature points, a contour, or a textured region.
The objective function evaluates how well a parameterized model fits to an
image. Depending on context, they are also known as the likelihood, similarity, energy, cost, goodness or quality functions. The objective function is
the central research object in this thesis.
The fitting algorithm searches for the model that best fits the image. Therefore, fitting algorithms search for the model parameter values p that optimize
the objective function, i.e. they try to find the global minimum or maximum,
depending on the definition of the objective function. Since the described
methods are independent of the used fitting algorithm, this thesis shall not
elaborate on them. I refer to Hanek et al. [22] for a recent overview and
categorization of fitting algorithms.
Whereas fitting algorithms try to fit a model to a single image, tracking
algorithms have to track the object of interest over a whole image sequence.
In this connection extracted information from the image processed before is
used to search for the best model fit in the current image. Once the model
is successfully fitted to an image, the changes to its configurations in the
next image are restricted. On the other hand deviations from the best model
fit can sum up over the whole image sequence and therefore result in worse
model fits.
A good example of model-based image interpretation is facial expression
recognition. Usually, these applications use a deformable model of which the
parameters describe the opening of the mouth, the direction of the gaze, or
the raising of the eye brows, as depicted in Figure 1. Deformable models are
very suitable for expressing the variations within a human face with only a
small set of parameters [12]. A fitting algorithm searches for the parameter
values that describe the visible face best by minimizing (or maximizing) an
objective function. The facial expression of the person is then derived from
the model parameters. A comprehensive overview of current research within
this area can be found in [41] and [5].
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Figure 1.1: Fitting a deformable face model to images and inferring different facial expressions. Source of images: Cohn-Kanade Facial Expression
Database [46]

1.1

Problem Statement

Fitting algorithms have been the subject of intensive research and evaluation [14, 25, 26, 33, 22]. This research has led to an impressive array of fitting
algorithms that are capable to deal with very complex search spaces. In contrast, the objective function is usually determined ad hoc and heuristically,
using the designer’s intuitions about a good measure of fitness. Afterwards,
its appropriateness is subjectively determined by inspecting its result, evaluated on example images and example model parameterizations. If the result
is not satisfactory the objective function is tuned or redesigned from scratch.
This iterative process is shown to the left in Figure 1.2.
In short, the traditional way of designing objective functions is rather an
art than a science. The consequences are that this design approach requires
much implicit and domain-dependent knowledge. Its iterative nature also
makes it a time-consuming process of unpredictable duration. Furthermore,
the resulting objective functions tend to have a global minimum which does
not correspond to the best fit, and also tend to have many local minima.
Especially this last consequence is a direct cause for the complexity and
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Figure 1.2: The traditional procedure for designing objective functions (left),
and the novel procedure for learning objective functions from training data,
which is generated by both a manual step and an ideal objective function
(right).
sophistication of fitting algorithms: to determine the optimum of complex
search spaces, complex search algorithms are needed.

1.2

Solution Idea

Our novel approach, that was introduced in [54] and improved in [53], focuses
on the root of the problem: We improve the objective function rather than
the fitting algorithm. Our goal is to acquire objective functions that enable
fast and accurate optimization, even with simple fitting algorithms. This
thesis presents two properties that such ideal objective functions have. For
practical applications, it is impossible to design ideal objective functions by
hand. Therefore, we approximate an ideal function by learning it from ideal
examples. This procedure is depicted to the right in Figure 1.2.
The first step is to collect a big set of images and manually annotate them
with the model that fits best. Further annotations are obtained by slightly
changing these model parameters. The training data consists of model parameter variations and their distance to the best, annotated model parameters. A general objective function which maps the image and the model
parameters to objective values is learned from this training data. To facilitate the learning phase, we manually define features that are taken from the
image in the vicinity of the model beforehand.
This approach has several benefits. Most of the steps are automated, and the
remaining two manual steps require little or no domain-dependent knowledge.
These two steps do not contain human decisions that are critical with respect
to the robustness of the resulting objective function, so less contemplation
is needed. Furthermore, the loop caused by the design-inspect iteration is
eliminated, so each manual step only needs to be considered once.
Apart from simplifying the task of the designer, this approach also yields
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more robust objective functions. Since an ideal objective function is used
to generate the training data, the learned objective function will also be
approximately ideal. The main reason why this is difficult to achieve when
designing objective functions, is that it is unclear which image features might
be relevant for the objective function. In our approach, this critical step is
therefore automated, and relevant features are chosen from a large set of image features based on objective relevance measures. The resulting objective
functions are more accurate and robust, and easier to optimize, which I will
verify with an extensive empirical evaluation. They provide a base for learning object-specific objective functions that will improve tracking algorithms.

1.3

Contribution of the Thesis and Description of the Chapters

The objective of this thesis is to examine facial expression recognition systems. It approaches this challenge by relying on model-based image interpretation. A proof of concept has been implemented with the multi-layer
scheme described in Chapter 2. My contribution to this widespreadly used
approach is twofold. First, I point out the shortcomings of traditional fitting
and tracking methods, which I will trace back to their root: the objective
function. I will describe a novel methodology that systematically solves these
shortcomings, which I will extensively evaluate. Its simplicity makes it viable
for commercialization. Second, I inspect how model tracking algorithms benefit from specific objective functions in comparison to the generic approach.
I will propose a methodology to learn those specific objective functions and
make suggestions on how they can be used in real-world applications.
In detail the contributions and described methods in this thesis are:
1. defining two domain-independent properties that ideal objective functions must have.
2. describing an approach that learns objective functions from training
data that is generated from annotated images and an ideal objective
function.
3. demonstrating that this approach automatically selects relevant image
features.
4. formulating domain-independent indicators that measure if or to which
extent an objective function fulfills the previously stated properties.
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5. empirically verifying that the learned objective functions are more robust and accurate than designed objective function. I also demonstrate
that better fitting results are therefore achieved with them.
6. adapting the objective function to specifics of objects by using the
learning approach.
7. defining a method for grouping similar objects to learn specific objective
functions.
8. verifying the improvement of accuracy of specific objective functions
using the example of face model fitting.
The remainder of this thesis is organized as follows:
Chapter 2 describes model-based image interpretation systems and how
they are assembled in a layer scheme. This is a widely used systematic
structure for interpreting images. I will describe the intention of each
component and refer to related work of each. In this context I illustrate
the shortcomings of traditional fitting and tracking algorithms. This
chapter introduces the technical basis for the subsequent chapters.
Chapter 3 tackles the root problem of model-based image interpretation:
the objective function. It explains how to learn robust objective functions from annotated training images, which we have first introduced
in Wimmer et al. [54].
Chapter 4 applies our novel approach to model tracking. This requires to
adaptively learn the objective function for specifics of objects. According to [19] we will compare a generic and person-specific way of learning
the objective function.
Chapter 5 contains an extensive evaluation of the proposed methodologies.
It will give a comprehensive disassemply and explanation of the obtained calculation rules used by learned objective functions and it will
compare fitting results to state-of-the-art techniques on publicly available image databases. Furthermore it compares accuracies of personspecific objective functions to those of generic ones.
Chapter 6 concludes the work presented in this thesis and suggests some
starting points for future research.

Chapter 2
Model-based Image
Interpretation
Image interpretation is an emerging field of computer science with widespread
and profitable applications within the industrial, medical, military area.
However, this challenge has not been solved adequately yet, because visible objects have no standardized appearance but vary substantially. A lot
of conditions affect the visual appearance of objects within real-world scenarios. This challenges image interpretation systems, because they need to
take all these influences into consideration. In order to facilitate this difficult
task, it is decomposed into computationally and semantically independent
tasks, see [38, page 24] and [13]. This methodology enables to substitute
each layer with a different implementation. We treat model-based image interpretation to be most promising for future requests on image interpretation
in real-world scenarios. This thesis describes its components and elaborates
on novel achievements of this approach.
Model-based image interpretation systems make use of an abstract representation of the object to interpret. They exploit a priori knowledge about this
objects, such as their geometry or surface. These systems are composed from
several components which are illustrated in Figure 2.1. A model consists of
parameters that describe its current configuration. Fitting a model to the
visual appearance of the object represents an intermediate step in the entire
image interpretation process. Reducing the large amount of information in
images to a small set of parameters facilitates and accelerates further image interpretation. However, fitting the model to an image represents a big
challenge of these systems. Model fitting is the computational process of
finding the model configuration, which describes the content of the image
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Figure 2.1: Model-based image interpretation systems consist of several layers.
best [23]. The corresponding parameter values of this model configuration
is the result of the model fitting task. This chapter describes the components of model-based image interpretation systems, their intent, and their
interaction. Furthermore, it elaborates on state-of-the-art techniques of each
component. Our contributions to these systems will be introduced in the
subsequent chapters.

2.1

The Model

The model incorporates significant aspects of a real-world object in an abstract way. In computer vision, this usually comprises the geometric shape
and the appearance of the surface. A model consists of a parameter vector p
that represents its possible configurations, such as position, pose, deformation, and texture. A corresponding projection function c(p) maps the model
parameterization to the surface of the image. Depending on the type of the
model, this function results in a set of feature points, a contour, a textured region, etc. Due to their various utilization, there are different types of models,
such as two-dimensional and three-dimensional models, contour and texture
models, rigid and deformable models. For a recent overview about models
used for facial expression interpretation, we refer to Romdhani [43].
This thesis will mainly utilize two-dimensional, deformable, contour models
in order to explain the proposed techniques. These so-called Point Distribution Models (PDM) have been invented by Cootes et al. [7]. They are created
from statistics that describe the location of the model’s contour points in ex-
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ample images. PDMs consist of N feature points that represent the contour
of the visible object. The vector of model parameters p = (tx , ty , s, θ, b)T describes the two-dimensional translation tx and ty , the scaling s, the rotation θ
and a vector of deformation parameters b. These alterations are applied to
the model, that represents the mean of the statstics. The corresponding projection function c(p) = {c1 (p), ..., cN (p)} delivers a set of N feature points
that represent the contour. It is assembled from the result of N subordinate
functions cn (p).

Figure 2.2: Our face model consists of N = 134 feature points. The function cn (p) computes the location of the nth feature point from the model
parameters p.
In this thesis I will use a Point Distribution Model of a human face, see
Figure 2.2 in order to explain my contributions. It consists of N = 134 feature points, which are partly connected with lines for visualization purposes.
These feature points are located at the contour lines between facial components. Apart from these models, the evaluation in Chapter 5 will also use
two-dimensional, deformable, texture models (Active Appearance Models)
and two-dimensional non-deformable contour models.

2.2

Feature Extraction

The process of fitting a model to an image benefits from the extraction of
salient image features. These features are intended to describe the object
better than the color values of the image pixels. Features are appropriate
if they correlate with the fitting result and if they are invariant to changes
of side conditions that are not relevant to the fitting task. In the case of
fitting a contour model to human faces, examples of appropriate features are
skin color, lip color, eye corners, and face centers, because they are invariant
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to irrelevant side conditions such as the position of the illumination source,
shadows, noise, beards of persons, ethnic group of persons, glasses, etc.
Throughout the history of mathematics and computer vision, various image features and image transformations have been developed. There are
edge features [3, 44, 17], corner features [24], color features [15], optical
flow [4], smoothing operators, image transformation, wavelet transformations [11], Scale Invariant Feature Transform (SIFT) [32], Local Binary Pattern (LBP) [40], and many more. Chapter 2.2.1 and Chapter 2.2.2 describe
two exemplary features that are known for their robustness and therefore
commonly used for interpreting real-world scenes, such as human faces and
facial expressions. We will use them in our approach as well, see Chapter 3.

2.2.1

Haar-like Features

Haar-like image features indicate both smooth and abrupt transitions between differently colored regions. There are different styles of Haar-like features. Each style is able to detect a certain type of transition. Figure 2.3
illustrates the basic set of features as it used by Lienhart et al. [31] for object detection. These features are calculated from an image at a particular
location with a particular scaling. Haar-like features have proven to be excellent features for interpreting real-world images. For example, they are
utilized by the object localization algorithm of Viola and Jones [48] that will
be explained in Chapter 2.3.1. Furthermore, our novel technique for fitting
models to images makes use of a previously leaned set of Haar-like features,
see Chapter 3. Haar-like features are quickly computed from the image data
and they are robust towards noise. Their name relates to the similarity to
the basis functions of the Haar wavelet [20].
Haar-like features consist of several adjacent black and white rectangular
regioins. Their value is calculated by subtracting the sum of the pixel intensities within the black region from the sum of the pixel intensities within
the white region. Haar-like features have an extremum value, if they are
located at a transition between two regions with different color. The features depicted in the first row are capable of detecting edges as they appear
at the transitions from background to an object. The features depicted in
the second row extend the detection of different colored regions to sequent
transitions. The features in the third row detect a small region that is surrounded by a larger region colored differently. The transition of these regions
may be horizontally, vertically, or diagonally. The feature 1a in Figure 2.3
for example is appropriate to detect a vertical transition, whereas feature
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Figure 2.3: The basic set of Haar-like image features. These features are
robust towards noise and are calculated quickly using the integral image
representation.
1b detects horizontal transitions. Figure 2.7 in Chapter 2.3.1 will show the
application of several Haar-like features to the parts of a human face that
result minimum or maximum values.
Haar-like features are rapidly calculated from the integral image I of an
image I. Every pixel of the integral image I(x, y) contains the sum of intensities of all pixels in the camera image located above and left of I(x, y).
Equation 2.1 illustrates this relationship.
I(x, y) =

X

I(x0 , y 0 )

(2.1)

x0 ≤x,y 0 ≤y

The integral image has to be computed only once from the camera image.
Afterwards, Haar-like features of any location, any scale, and any style are
calculated in constant time using a small number of basic arithmetic operations. Equation 2.2 describes how to calculate the sum of all pixel intensities
within one rectangle. This procedure is visualized in Figure 2.4
X

X

I(x, y) = I(x2 , y2 ) − I(x1 , y2 ) − I(x2 , y1 ) + I(x1 , y1 ) (2.2)

x1 ≤x≤x2 y1 ≤y≤y2

2.2.2

Skin Color and Lip Color

Color is a characteristic feature to categorize real-world objects. It also makes
those objects distinctive from their surrounding, which can be exploited to

2.2 Feature Extraction

12

Figure 2.4: The Haar-like feature of style 1b is able to detect horizontal transitions between differently colored regions. They result minimum values or
maximum values at these locations, depending on the color of the neighboring regions. The sum of pixel values within each rectangle is computed by
considering only four values of the corresponding integral image.
facilitate model-based image interpretation. In case of modelling a face skin
color and lip color play an important role as they describe the location and
geometric shape of facial parts. Extracting the color of a face or facial parts
in natural scenes is a very challenging task because a widespread set of side
conditions concerning the person and the context has to be taken into account. People look differently, they have different hair colors, beards, glasses,
and so on. Skin color and lip color differ by people’s tans and their ethnic
group. Furthermore, the color of an object appears quite differently, depending on camera settings, illumination, shadows, etc. All these variations and
side conditions challenge algorithms for color classification. Wimmer et al.
introduce in [52] a skin color detector that avoid negative effects arising from
these side conditions by automatically adapting to the background and the
currently visible person. Therefore the person specific and the image specific
side conditions are derived from the image beforehand. A skin color model is
created that takes these specifics into consideration. Afterwards a dynamic
skin color classifier decides dependent on the skin color model, whether a
pixel is skin colored or not. This methodology is also applied to lip color
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detection.

Figure 2.5: Extracting skin color from facial images. Comparison of traditional (middle) and adaptive approach (right).
Figure 2.5 depicts an example of extracting skin color from facial images.
On the left the original color image is shown. In the middle a traditional
skin color classifier is applied. The right picture visualizes the result from
detecting skin colored regions with the adaptive approach.

2.3

Localization

The localization phase roughly estimates the model parameters for the current image. This step is necessary, because fitting algorithms usually require
or at least perform more accurately having a rough estimate of the model
parameters available. The subsequent model fitting algorithm will enhance
the model parameterization. Sometimes, this step is called detection or extraction. Usually, only a fraction of the model parameters is estimated by
this phase, such as the position parameters. The remaining model parameters that are not determined by this step are set to a fixed value. This
phase benefits from an accurate detection of appropriate image features by
the preceding feature extraction phase.
The particular challenge of this phase is that no information about the object
and the model parameterization is available. The raw image data and the
extracted image features are the only sources of information. Figure 2.6
shows several results of locating a rectangular region around a face, a car,
etc.
This step is often implemented with machine learning techniques, which
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Figure 2.6: Several examples for detecting the rough location of real-world
objects.
partly determine the vector of model parameters. Localization algorithms
for Point Distribution Models [7] or Active Appearance Models [6] usually
determine the translation parameters tx and ty , the scaling s, and the rotation θ, see [8]. Since the deformation parameters and texture parameters
are not considered, they are set to zero. Therefore, the obtained models
represent the mean statistics with respect to deformation and texture.

2.3.1

Object Localization by Viola and Jones

Viola and Jones [48] introduce an object detector that determines a rectangular box around the object visible in the image. Many model-based image
interpretation systems directly derive the model’s position parameters from
this information, see chapters 2.3.2 and 2.3.3. Viola and Jones implement a
proof of concept that detects frontal view faces in gray scale images. This
object detector shifts a rectangular search window all over the image. This
search window has a fixed aspect ratio but it is scaled to the reasonable sizes
of the occurrence of the object. Within this window it evaluates a small
number of features at previously learned locations. This object detector uses
Haar-like features, which are explained in Chapter 2.2.1.
During an extensive training phase, a small set with relevant features of different position, scale, and style is selected. These features distinguish images
of the object from any other image. Viola and Jones apply the AdaBoost
algorithm [16] for learning the classification rules. Boosting algorithms combine many weak classifiers as obtained from one single Haar-like feature in
order to build a strong classifier. In order to reduce the false positive rate a
cascade of classifiers of ascending complexity is applied to each search rectangle. Once the content of a search rectangle has been discarded as background
no further processing takes place, otherwise the next classifier in the cascade,
that uses more features for prediction and is therefore more precise, is applied. The search rectangle is considered to contain a face if it passes the
entire cascade successfully.
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Figure 2.7: The predominantly used Haar-like features for detecting human
faces. [48]
Figure 2.7 illustrates the use of Haar-like features for determining whether a
certain rectangle contains a human face or not. The depicted features are the
two highest weighted weak classifiers resulting from applying the AdaBoost
algorithm on a vast amount of training images. If overlayed on an image
containing a face the first feature is appropriate to locate a horizontal region
probably containing the eyes, because usually this region is darker than the
neighboring cheek region. The second Haar-like feature also focusses on the
eyes. It measures the different intensities of the eyes and the bridge of the
nose in between.

2.3.2

Predicting a Model’s Position

[10] use the Viola and Jones object detector in order to determine the translation, scale, and rotation of their deformable texture model for human faces.
[37] use this object detectection scheme in order to localize pedestrians on
FIR images.
[36] use the face detector as one part of their multimodal person tracking
system with attention classification.
Viola et al. [49] apply this object detector to outdoor scenes in order to locate
pedestrians. They integrate both information about motion and texture.

2.3.3

Predicting a Model Parameter More Exactly

Li et al. [30] do not only estimate the position of the model within the image.
They compute a rough guess for the deformation parameters of their face
model as well. These parameters represent the opening of the mouth. This
additional estimation of deformation parameters improves the initial guess
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of the model parameters. Therefore, the subsequent model fitting step works
more accurately, which is explained in their evaluation.

2.4

The Objective Function

Model-based image interpretation systems need to find the model that fits
best to the image. For this reason, they essentially require a measure for the
fitness between a model and the image content. This challenge is formalized
and encapsulated within the objective function f (I, p) that gives evidence
about how well the model parameterization p fits to the image I. Depending
on the context, it is also known as the likelihood, similarity, energy, cost,
goodness, or quality function. The function’s minimum or maximum represents the model parameters with the best fitness, depending on the definition.
In this thesis, the minimum represents the best fitness, so the corresponding
objective function suffices the definition of a cost function, not a similarity
function. Note that this choice is arbitrary and does not affect the quality of
our approach.
The objective function represents a previously little attended part within the
research field of model-based image interpretation. However, it is a nontrivial
problem to find such a function that solves this challenge accurately. The
robustness of the entire model fitting process depends on the accuracy of
the objective function, because it is a fundamental part on which all other
steps base. Therefore, this thesis considers the objective function to be most
important and elaborates in detail on it.
This chapter explains the traditional approaches of manually designing objective functions by human intuition. Since this approach has immense shortcomings in terms of robustness I will state two properties that ideal objective
functions must fulfill. Chapter 3 explains the new approach, a methodology that learns robust objective functions from annotated example images.
In Chapter 4 this approach is used as a basis to facilitate model tracking.
Chapter 5 comprehensively evaluates the assembly and the accuracy of the
proposed approach.

2.4.1

Splitting the Objective Function into Local Parts

Usually, an objective function is split up into N local objective functions fn (I, x),
one for each feature point cn (p) of the model, with 1 ≤ n ≤ N . These local functions evaluate the image variations around the corresponding feature
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point and give evidence about how well this feature point is located in the
image. Note, that local objective functions fn (I, x) are defined in pixel space
x ∈ R2 , whereas global objective functions f (I, p) are defined in parameter
space p ∈ RP . P denotes the dimension of the parameter space. The result
of the global objective function is the sum of the local function values, as in
Equation 2.3.

f (I, p) =

N
X

fn (I, cn (p))

(2.3)

n=1

The advantage of this partitioning is that designing a local function is more
straightforward than designing the global function, because only the image
variation in the vicinity of one feature point needs to be taken into consideration. From now on, we will concentrate on the local objective functions fn ,
and simply refer to them as objective functions. The global objective function
is always computed from them by applying Equation 2.3.

2.4.2

Manually Designing the Objective Function

Objective functions are usually designed and implemented manually [7, 6,
10, 43, 23]. The designer selects a small number of salient features from
the image and mathematically composes them in order to obtain the value
of the objective function. The feature selection and the mathematical composition are both based on intuition and implicit knowledge of the domain.
In [7] for instance, the objective function is computed from edge values of
the image. Each feature point is considered to be located well if it overlaps
a strong edge of the image. A similar objective function is shown in Equation 2.4, where E(I, x) denotes the magnitude of the edge at the pixel x.
The magnitudes are expected to range from 0 to 1. The label e refers to
“edge-based”.
fne (I, x) = 1 − E(I, x)

(2.4)

Chapter 3 describes the shortcomings of the design approach. Furthermore,
it illustrates an ideal objective function and formulates two properties, that
ideal objective functions have to satisfy.
Ideal objective functions cannot be constructed for real-world scenarios, but
Chapter 3.3 describes the novel methodology proposed by [54] that approximates an ideal objective function by learning its calculation rules from image

2.5 Model Fitting and Model Tracking

18

annotations.

2.5

Model Fitting and Model Tracking

The fitting algorithm searches for the model that fits best to the content
of the image. Usually, these algorithms take a rough guess for the model
parameters ploc , which is provided by the localization algorithm, and refine
them in order to increase the fitness between the model and the image. This
is performed by searching for the model parameters pf it that minimize the
objective function.
Models often need to be fitted to a sequence of images, e.g. for estimating
the temporal alteration of the object’s position or constitution. Fitting algorithms are able to solve this challenge by fitting the model to each image
individually. However, the consideration of information that is specific to an
entire image sequence will greatly simplify and accelerate this task. This information is taken from the fitting result of the previously processed images
while processing a sequence of images. In order to distinguish them from
fitting algorithms, we will call those techniques tracking algorithms, in this
thesis.
In addition to the aspect of computational speed adapting itself to the side
conditions of the image sequence the algorithm executes more robustly, because it does not have to consider the aspects that have no influence in this
case. As an example, given an image sequence with a bearded man, the
tracking algorithm does not have to consider the look of unbearded persons.
By contrast, fitting algorithms are not able to benefit from this fact, because
they are not provided with information that describes specificities of the visual person. Chapter 4 will revisit this topic and propose a way to learn
specific objective functions for model tracking algorithms.
Similarly to Hanek et al. [23], model fitting techniques are categorized into
two groups, which I call parameter-based model fitting and projection-based
model fitting. Those two categories substantially differ in the way the optimal
model parameters are searched.

2.5.1

Parameter-Based Model Fitting

Parameter-based model fitting directly alters the model parameters in order
to find the model that describes the content of the image best. Since the parameter space is usually high-dimensional and real-valued, exhaustive search
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Figure 2.8: Categorization of fitting and tracking algorithms.
is inapplicable to this issue. Therefore, this challenge equals to the mathematical issue of function minimization, for which a vast bunch of algorithms
have been invented during the last 50 years. These algorithms are roughly
divided into two clusters, which differ in the result they aim at calculating.
Local optimization techniques aim at finding the local minimum by searching
the vicinity of a seed point, whereas global optimization techniques aim at
finding the global minimum of the entire parameter space.
The latter approaches are subdivided into deterministic and stochastic methods. Deterministic methods require a discretisation of the parameter space,
such as dynamic programming or Hough transform. The number of discretisation levels represents a trade-off between the accuracy and the computational costs. Stochastic methods touch the parameter space in a random
manner in order to find the desired model parameters. Well-known representatives are the Monte Carlo optimization, simulated annealing, or genetic
algorithms. The former are also known as particle filters or condensation
algorithm.

2.5.2

Projection-Based Model Fitting

Projection-based model fitting conducts a three step process in order to find
the model that describes the content of the image best. First, it projects
the model to the image, which usually results in a set of feature points, a
contour, or a textured shape. Second, it optimizes the position of each part
of the projection, such as a contour point, seperately. This is done by moving
it to a position that turns out to be the best position during a local search.
Third, it approximates the model parameters from the projection in order to
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re-establish the model’s structural conditions. These three steps are usually
executed iteratively in order to both keep the model’s structural conditions
and achieve a good fitness.

2.6

Interpretation

As the final computational phase of model based image interpretation the
interpretation phase calculates the result of the entire system. It is provided
with the parameters of a model that has been correctly fitted to the image in
the course of the preceeding computation. Since these parameters describe
the specificities of the visible objects they represent an appropriate information cue. In contrast, directly interpreting the scene from the vast amount
of image data or low level image features would result in very low accuracy.
This holds particularly true for real-world image interpretation, where much
more side conditions affect the image than in industrial scenarios. Nevertheless, interpretation modules often additionally utilize raw imagte data and
low level features which further improve their prediction accuracy.
This step is usually implemented with machine learning techniques. Example images or image sequences are annotated with the desired interpretation
results. Afterwards, training algorithms derive calculation rules that are able
to infer the interpretation result from the model parameters. These calculation rules often do not only take the model parameters but also additional
features of the image or the image sequence into account, such as color distribution or optical flow . Furthermore, making these additional features
depend on the model parameterization as well will increase their correlation
with the interpretation result. This, in term, improves the interpretation.
Facial expression recognition serves as a good example for model-based image
interpretation. The next chapters shows two approaches for this challenge
using different models of human faces.

2.6.1

Interpreting Facial Expressions via a 2D Model

Mayer and Pietzsch [34] fit a deformable model to short image sequences in
order to infer facial expressions from the model parameters. They annotate
example sequences [46] with the desired interpretation result and train a
binary decision tree. It is intended to compute the facial expression from
previously unseen image sequences. These expressions are for example the
opening of the mouth or the raising of the brows.
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They are additionally taking the optical flow into consideration that arises
from muscle movements within the face. This extension improves the prediction accuracy. The optical flow is calculated at numerous locations within
the face such as the lip corners, the tip of the nose, and the center of the
cheek, see Figure 2.9. Making these locations depend on the model ensures
each muscle activity to be taken from a dedicated location within the face.

Figure 2.9: In addition to the model parameters, optical flow gives evidence
about the facial expression [34].

2.6.2

Interpreting Facial Expressions via a 3D Model

Cohen et al. [5] use a three-dimensional wireframe model consisting of 16 different surface patches embedded in Bézier volumes. The surface patches
represent different parts of the face, see Figure 2.10. The model’s deformation parameters are related to the changes of the Bézier volume parameters.
The intensity and direction of facial motion is derived from these parameters.
The motion vectors are the basis for determining the facial expression of the
person in the image.

Figure 2.10: The 3D wireframe model used by Cohen et al. [5] consists of 16
surface patches.
In order to classify the different facial expressions Cohen et al. use two variants of Bayesian Network classifiers, a Naive Bayes classifier with Cauchy distribution and a Tree-Augmented-Naive Bayes classifier. Whereas the Naive
Bayes classifier treats the motion vectors to be independent from each other,
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the Tree-Augmented-Naive Bayes classifier assumes some dependencies between them, which facilitates the interpretation task. Further improvements
are achieved by integrating temporal information about facial expressions.
The temporal information is inferred from measuring different muscle activigy within the face which is represented by Hidden Markov Models.

2.7

Related Work

Most learning in model fitting applications focuses on learning classifiers at
a high level of abstraction, for instance to classify facial expression, given the
model parameters [41, 5]. Low-level processing is often considered to be well
enough understood to allow manual design. In this thesis, we have demonstrated that also applying learning to low-level image processing, being the
selection of features and the computation of local objective values, improves
the application as a whole.
Zhang et al. [56] strengthened their model fitting approach by selecting the
correct location of the model’s feature points according to the results of
several binary classifiers. Similarly to our approach, each classifier is trained
particularly to the image conditions at one feature point. It gives evidence
about if square image patterns represent the correct location of the feature
point or not. Positive training patterns are taken exactly at the feature point
and negative training patterns are taken from the vicinity of the feature point.
In contrast, our approach does not only say if or not a certain image position
is representative for the location of a feature point but also how well or badly
this location is represented.
Williams et al. [51] propose a machine learning framework based on Support
Vector Machines that provides real-time tracking. The learned algorithm
indicates the correctness of location of an image pattern and serves both
for tracking the target object through an image sequence and initializing its
location in the first image. This so-called relevance vector machine is trained
online with the both appearance and the motion of a target object. Similarly
to our approach, a measure is calculated how representative a location for
a feature point is. But this work does not fit a complex model to a visible
object but locates rectangular regions within an image. Since the classifier
is continuously adapted to the visible object, it is appropriate to track it
through a long image sequence.
A similar approach is taken by Avidan [1], who combines the power of quickly
tracking via optical flow and then refining the location via machine learning
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techniques. This second step optimizes a previously learned objective function that is implemented as a Support Vector Machine. In opposite to our
approach, no complex model is fitted to the image but a fixed size rectangular boundary box. Their SVM-based objective function takes the plain
pixel values within the boundary box and does not compute image features.
Furthermore, our approach speeds up its execution by previously rejecting
irrelevant features. Similarly to this, Grabner et al. [18] integrate a boosted
classifier that also facilitates tracking a rectangular boundary box around an
object through an image sequence. During the process of tracking, the classifier is adapted to the gradually changing conditions of the image sequence.
This classifier does not represent an objective function in they way we use it,
because it does not give a comparable value that describes how appropriate
a certain location of the boundary box is. Instead, it states if or not it is a
good location. A location is treated to be good it it is surrounded by a lot of
good locations. Usually the correct location is taken to be the mean of the
good locations.
An important research topic in model fitting is detecting distinguishable
feature points and establishing the correspondence to the same feature points
in a training image. Local extrema of a scalar-valued function applied to
the image is considered to represent good feature points. A commonly used
example for these functions is the Laplacian Of Gaussians filter (LoG), which
highlights areas of rapid intensity change and is therefore predestined for
edge detection and corner detection [47]. Establishing the correspondence
is recently achieved via machine learning techniques with great success [29,
2]. As in our approach, a similarity function is learned from the texture of
the image around the feature point. In contrast to our approach, it is not
the task to find the best position in the vicinity of a feature point but to
find the best correspondence point in a set of previously extracted feature
points. Therefore, these approaches highly rely on a robust extraction of the
distinguishable feature points.
Reinforcement Learning has some similarities to our approach, in that an
objective function that computes the value of being in a certain state is
learned [45]. This value is defined with respect to a reward, which is only
given in certain desirable states. These value functions are called optimal
when they guarantee that an autonomous agent that locally maximizes its
value (i.e. always chooses the action that leads to the next state with the
highest value), will globally maximize its reward over time [45]. The concept of optimal value functions is close to that of ideal objective functions.
Because rewards are delayed until such a desirable state is reached, Reinforcement Learning has to solve the temporal credit assignment problem:
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exactly which actions were relevant to acquiring the reward? Since our approach uses Supervised Learning to learn the objective function, it solves a
fundamentally different, and easier, problem.

Chapter 3
Learning Robust Objective
Functions for Model Fitting
This thesis considers the objective function as the most important part for
model fitting. Chapter 2.4.2 introduces the traditional procedure of manually designing this function. Unfortunately, this approach bases on human
intuition and implicit domain knowledge and does not objectively determine
the relevant aspects. Therefore, the traditional approach has comprehensive
shortcomings and unexpected side-effects.
Let us illustrate this with the example image, depicted in Figure 3.1. Figure 3.1a) depicts one of the feature points of the face model as well as its
perpendicular towards the model’s contour. Figure 3.1b) and 3.1c) depict
the content of the image along this perpendicular as well as the corresponding edge magnitudes E(I, x). Figure 3.1d) depicts the value of the local
objective function of Equation 2.4 along the perpendicular. Obviously, this
function has many local minima within this one-dimensional space along the
perpendicular. Furthermore, the global minimum does not correspond to the
ideal location of that feature point. Because of this number of local minima,
fitting algorithms have difficulty in finding the global minimum. Even if an
algorithm finds the global minimum, it would be wrong, because it does not
correspond with the ideal position of the feature point.
Nevertheless, fitting algorithms might be able to determine a moderately
acceptable model fit with such a local objective function. The reason for this
is that many of these functions are averaged and incorrectly located feature
points are smoothed out when computing the global objective function as in
Equation 2.3. However, this approach is not robust. Enabling every local
objective functions to determine the ideal position of the feature point will
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Figure 3.1: a) Feature point with orthogonal towards contour, b) Image
data, c) Edge magnitudes, d) Designed objective function fne (I, x), e) Ideal
objective function, f) Training data, g) Learned objective function; Note,
that b) - g) are taken along that orthogonal visible in a). The vertical line
represents the location of the ideal feature point cn (p?I )
greatly improve the entire fitting process.
First, I will state two properties that ideal objective functions must fulfill and
give an example for such an ideal objective function. Second, I will introduce
our novel learn approach that approximates the ideal objective function.
Third, I will summarize the advantages of our approach and, fourth, I will
add a further improvement to the learning step that avoids the shortcomings
of the utilized M5’ algorithm.

3.1

Properties of Ideal Objective Functions

To determine the best model fit by minimizing the objective function, the
objective function in Figure 3.1e) is preferable over the one in Figure 3.1d),
because its global minimum represents the best location of the feature point,
and it contains no local minima. This chapter explicitly formalizes the intuitions above into two properties P1 and P2. We will call an objective function
ideal once it fulfills both of them.
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The mathematical formalization of P1 uses the ideal model parameters p?I ,
which are defined to be the model parameters with the best fitness to a
specific image I. Similarly, cn (p?I ) denotes the ideal feature points, which are
automatically computed from p?I . From now on, we will simplify this term
with c?n = cn (p?I ). Usually, p?I must be determined manually. Figure 3.1a) is
an example image annotated with p?I . The benefit of ideal model parameters
to our approach will be discussed more elaborately in Chapter 3.3.1.
P1: Correctness property: The global minimum of the objective function
corresponds to the best model fit.
∀x(c?n 6= x)

⇒

fn (I, c?n ) < fn (I, x)

P2: Uni-modality property: The objective function has no local extrema or
saddle points.
∃m∀x (m 6= x) ⇒
fn (I, m) < fn (I, x) ∧ ∇fn (I, x) 6= 0
Property P1 relates to the correctness of the objective function. Since fitting algorithms search for the global minimum, it ensures that this global
minimum corresponds to the best fitness of the model. Although it might
seem obvious that this is a desirable property for objective functions, designing them by intuition does not always guarantee that this is the case.
Figure 3.1d) is a good example, and Chapter 5 will verify this more generally.
Property P2 guarantees that any minimum that is found is the global minimum. This facilitates search, because fitting algorithms can not get stuck
in local minima. Local optimization strategies, which are easier to design
than global ones, then suffice to find the global minimum. The mathematical formalization states that all pixels that are not the global minimum are
not allowed to have a zero gradient, and are therefore no minima. Note that
the global minimum m does not need to correspond with the best fit; this is
only required by the independent property P1.
Figure 3.2 depicts four graphs that show examples of functions that exhibit
typical differences between functions with and without these properties. The
dashed line represents the parameters that correspond to the best model fit.
Objective functions with both properties guarantee that local optimization
strategies will find the global minimum and this minimum also corresponds
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Figure 3.2: These four graphs display typical example functions that do or
do not have properties P1 and P2 influence the behavior of an objective
function. The dashed line indicates the ideal position of the feature point. If
both P1 and P2 hold, the objective function is considered to be ideal.
to the best model fit. When designing objective functions, designers will
implicitly attempt to construct such objective functions, because they anticipate that a fitting algorithm will need to determine its minimum quickly
and correctly, without getting stuck in local minima. P1 and P2 make these
intuitions explicit, and allow the formal specification of concrete ideal objective functions. These properties serve as a baseline for evaluating objective
functions. In Chapter 3.3, it will also be used them to learn robust objective
functions.

3.2

The Ideal Objective Function

After having defined properties that ideal objective function must fulfill,
this chapter introduces a concrete instance of such a function, which I will
call fn? (I, x). It is defined in Equation 3.1, and has already been depicted
in Figure 3.1e). It computes the distance between the feature point cn (p?I )
given the ideal parameters p?I and a pixel x located on the image surface.
For a proof that fn? (I, x) indeed has the properties P1 and P2 I refer to [53].
fn? (I, x) = |x − cn (p?I )|

(3.1)

A significant feature of fn? is that it uses the ideal parameter vector p?I to
compute its value. In general, knowledge of p?I is essential to ensure P1, which
requires p?I to be the global minimum of fn? . Unfortunately, this implies
that fn? cannot be applied to previously unseen images, because p?I is not
known for these images. In practice, fn? is therefore useless for model fitting
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applications. However, in the next chapter it will be used to generate training
data, from which an objective function is learned. This objective function
then approximates fn? (I, x).
Note that local objective functions are defined in pixel space, and take a pixel
instead of a parameter vector as arguments. Both properties refer to and
define idealness only for local objective functions. As the mapping from pixel
space to parameter space is usually non-linear, it cannot be guaranteed that
a global objective function composed only of ideal local objective function is
ideal itself. This is not a consequence of our methodology but of the general
approach using local objective functions. Nevertheless, our evaluation shows
that the idealness of the global objective function is similar to the ones of
the local objective functions, see Chapter 5.2 and Figure 5.5.

3.3

The Proposed Methodology in Five Steps

Because of widespread image variations, ideal objective functions cannot be
created for real-world scenarios. This chapter explains how to learn robust
objective functions that approximate the ideal objective function fn? , stated
in Chapter 3.2. The key idea behind the approach is that fn? has the properties P1 and P2, and it will be the basis for learning another objective
function fn` (I, x). Therefore this learned function will also approximately
fulfill these properties. Since it is “approximately ideal”, we will refer to it
as a robust objective function. This chapter describes the five steps of our
methodology, repeatedly illustrated in Figure 3.3. The numbers in this figure
correspond to the subsections in this chapter.

Figure 3.3: Procedure for the learn approach. Repeated from Figure 1.2.
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Annotating Images with Ideal Model Parameters

A database of images Ik with 1 ≤ k ≤ K is manually annotated with p?Ik ,
the ideal model parameters1 . These ideal model parameters are necessary
to compute the ideal objective function fn? in Equation 3.1, which in term
computes the training data in a later step. This annotation is the only laborious step in the entire procedure of the proposed approach. An experienced
human needs about one minute to determine the ideal parameters of our face
model for one image. Figure 3.4 shows four images of the database that are
annotated with the ideal model parameters of our face model.

Figure 3.4: Four images that are manually annotated with the ideal face
model.
For synthetic images, p?I is known, and can be used in such cases [29, 2]. For
real world images however, the ideal model parameters depend on the user’s
judgment. In this case, we cannot use a predefined objective measure that
determines ideal model parameters, because such a measure does not exist.
This is not a consequence of our approach; the same holds for all annotated
benchmarks, such as BioID [27], XM2VTS [35], IMM Face Database [39].

3.3.2

Generating Further Image Annotations

For all image annotations, the ideal objective function fn? (I, x) returns the
minimum zero, in accordance with P1. This is because x is set to cn (p?I ).
Obviously, this data is not sufficient to learn fn` (I, x), as training data must
also contain image annotations x, for which fn? (I, x) 6= 0. To acquire this
data x must be varied. General variations move x to any position within
the image, however, it is more practicable to restrict this motion in terms
of distance and direction. This chapter describes how we move x along
the perpendicular towards the contour line at the feature point in order to
1

Because many indices and symbols are needed to explain our approach, I have added
a Glossary of Terms to the appendix for clarity.
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generate further image annotations. Taking only those relocations facilitates
the later learning step and improves the accuracy of the resulting calculation
rules.
To generate further image annotations, fn? (I, x) is computed for a number of
displacements xn,d with −D ≤ d ≤ D that lie on the perpendicular of the
contour line at the feature point n with a maximum distance ∆ to the feature
point. This procedure is depicted in Figure 3.5. The center row depicts the
manually annotated images, for which fn? (I, xn,0 ) = fn? (I, cn (p?Ik )) = 0. The
other rows depict the displacements xn,d6=0 from this ideal feature point. As
defined by P1, fn? (I, xn,d6=0 ) > 0 for these rows.

Figure 3.5: In each of the K images each of the N feature points is annotated
with 2D + 1 displacements. Note that manual work is only necessary for
annotating K images and N feature points with displacement d = 0, which
is depicted in the middle row. The other rows are computed automatically.
Note ∆ in the upper right corner that indicates the maximum displacement
of the displacement points xn,d . The unit of the ideal objective function
values and ∆ is the interocular measure.
Due to different resolutions and image sizes, the number of pixels that represent the face varies substiantially. Distance measures, such as the return
value of the ideal objective function, error measures and ∆, should not be
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biased by this variation. Therefore, all distances in pixels are converted to
the interocular measure, by dividing them by the pixel distance between the
pupils. The interocular measure is relatively constant with respect to the
face model.

3.3.3

Generating Training Data

The result of the manual annotation step (Chapter 3.3.1) and the automated
annotation steps (Chapter 3.3.2) is a list of examples with K images, with
each N corresponding feature points, with each 2D + 1 deviations. The
corresponding target value for each example returned by fn? is also stored in
this list, as in Equation 3.2. In Figure 3.5, examples for k = 22, n ∈ {42, 45}
and d ∈ {−4, 0, 6} are shown.
[Ik , xn,d , fn? (Ik , xn,d )]

with 1≤k≤K,1≤n≤N,−D≤d≤D

(3.2)

Given the training data, the goal is to now learn the functions fn` (I, x) that
approximate fn? (I, x). Note that we are not simply relearning the already
known function fn? in Equation 3.1. The difference is that fn` does not require
knowledge of p?I , and can therefore be applied to previously unseen images.

3.3.4

Specifying Image Features

In this step, a mapping from Ik and xn,d to fn? (Ik , xn,d ) is learned. This
mapping will be called fn` (I, x). Because fn` has no access to p?I , it must
compute its value from the image alone. Instead of learning a direct mapping
from x and the pixel values of I to fn? (I, x), we use a feature-extracting
method [22], which extracts features from the image around the specified
location x. The idea is to provide a multitude of image features, and let
the learning algorithm choose which of them are relevant to the computation
rules of the objective function.
Image features are represented by ha (I, x), with 1 ≤ a ≤ A. Each of these
features returns a scalar value. Applying each feature to the training data
in Equation 3.2 yields the list in Equation 3.3. This step simplifies matters greatly. Since each feature returns a single value, we have reduced the
problem of mapping images and pixel locations to the corresponding target
value fn? (I, x), to mapping a list of feature values to the target value.
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[h1 (Ik , xn,d ), . . . , hA (Ik , xn,d ), fn? (Ik , xn,d )]
with 1≤k≤K,1≤n≤N,−D≤d≤D

(3.3)

In this thesis, we use Haar-like and edge-based image features. Haar-like
features define two regions of pixels, depicted in black and white in Figure 3.6.
This figure also lists the Haar-like features styles and sizes used in this thesis.
Haar-like features are efficiently computed from the so-called integral image.
We use Sobel operators of different matrix sizes to compute the edge-based
image features.

Figure 3.6: The set of image features provided for learning objective functions. The total number of features is 7 · 3 · 5 · 5 = 525.
These features are not only computed for position x itself, but also for several
other positions located on a grid in the vicinity of x, as shown in Figure 3.6
and Figure 3.7. Different positions in the vicinity of x could also be used, such
as on a line, perpendicular to the model contour, or on concentric circles. This
variety of styles, sizes, and locations of image features enables the learned
objective function to exploit the texture of the image at the model’s feature
point and in its surrounding area.
When moving the feature point, the image features move along with it, leading their values to change, as can be seen in Figure 3.7. Contrary to edgebased and region-based features, Haar-like features cope with noisy image
data. They even allow for evaluating feature points that are located at nondistinctive borders, e.g. next to the chin (121 ≤ n ≤ 125), see Figure 2.2.
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Figure 3.7: In this thesis, image features are located on a grid in the vicinity
of the feature points. When a feature point is relocated, the image features
on the grid moves along with it, and the values of the images features change.
Two image features a ∈ {202, 354} are visualized exemplary for the feature
point n = 42.

3.3.5

Learning the Calculation Rules

The local objective function fn` (I, x) maps the values of the image features
to the value of fn? (I, x). This mapping is learned from the comprehensive
training data by training a model tree [42, 55]. Equation 3.4 visualizes the
relationship between the objective function fn` and the calculation rules of
the model tree Tn for the nth feature point.
fn` (I, x) = Tn ({h1 (I, x), . . . , hM (I, x)})

(3.4)

Model trees are a generalization of decision trees. Whereas decision trees have
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nominal values at their leaf nodes, model trees have line segments, allowing
them to also map features to a continuous value, such as the value returned
by the ideal objective function. They are learned by recursively partitioning
the feature space. A linear function is fitted to the training data in each
partition using linear regression. Figure 3.8 shows a two-dimensional plot
of the training data generated by the previous chapter with the use of fn? .
It also illustrates a plot of an objective function fn` that has been learned
for the feature point n from all images and all displacements and all image
features.

Figure 3.8: Training data and the function learned by the model tree algorithm. This function is piecewise linear and thus depends highly non-linearly
on the provided image features.
One of the advantages of model trees is that they tend to use only features that are relevant to predict the target values. This becomes apparent
when inspecting the automatically generated model trees. They use just a
small number of Haar-like features from the provided set of A features. As
expected, the local objective functions for the different feature points use
different subsets of Haar-like features. Some clarifying hypothetical cases are
depicted in Equation 3.5. Currently we are providing 525 image features, as
are illustrated in Figure 3.6. The model tree selects around 20 of them for
learning the calculation rules. We will evaluate in more detail, which kinds
of features are used at which feature point in Chapter 5.1.

`
f13
(I, x) := T13 ({h11 (I, x), h19 (I, x), h21 (I, x), . . . })
`
f80 (I, x) := T80 ({h5 (I, x), h8 (I, x), h32 (I, x), . . . })
`
f95
(I, x) := T95 ({h8 (I, x), h12 (I, x), h21 (I, x), . . . })

(3.5)

After these five steps, a local objective function is learned for each feature
point. It can now be called with an arbitrary pixel x of an arbitrary image I.
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From this pixel and the image, features are computed and the learned model
tree is called with them, as shown in Equation 3.4.

3.4

Improving the Accuracy of the Training
Step

As described in Chapter 3.1 the ideal objective function fn? (I, x) calculates
the distance of a pixel x to the ideal position of the nth feature point in the
image I, see Equation 3.1. This function is useless for previously unseen
images in real-world scenarios, because it requires the ideal model parameters p?I to be manually specified for the image I, beforehand. Therefore,
Chapter 3 proposes a methodology that approximates this function by learning its calculation rules from manually annotated images.
The result of the approximation is illustrated in Chapter 3.3.5 ,Figure 3.8.
Obviously, the learned calculation rules is not exactly the same as the ideal
objective function. This inaccuracy results from various sources within our
entire learning methodology, described from Chapter 3.3.1 to Chapter 3.3.5.
Some of these steps is prone to some error. Annotating images with the ideal
model parameters for instance is a step that should be performed as carefully as possible, since these parameters are used within the ideal objective
function. Chapter 3.3.1 further elaborates on the problem of finding ideal
parameterizations. This chapter elaborates on inaccuracies that result from
the training step and how they can be attenuated in order to improve the
robustness of the learned objective function.
In the remainder of this chapter an extension of the learning procedure is
presented that will improve our methodology. Therefore the ideal objective function will be mathematically decomposed into serveral parts that are
learned with higher accuracy.

3.4.1

Decomposing the Ideal Objective Function

This chapter shows that the ideal objective function cannot be approximated
well by the machine learning algorithm M5’. Therefore, fn? is decomposed into
parts, according to mathematical regulations, see Equation 3.7. Thereafter,
each of these parts is learned separately from the image features as described
in Chapter 3. Of course, these parts are chosen such that machine learning
algorithms are able to handle them with great success.
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The next chapter describes how the machine learning algorithm M5’ handles
input data. Chapter 3.4.1.2 shows some shortcomings of M5’. Chapter 3.4.1.3
exemplarily shows, why these shortcomings influence the resulting calculation
rules when learning robust objective functions. Finally, in Chapter 3.4.1.4 a
solution to this problem is shown.
3.4.1.1

The Model Tree Algorithm M5’

In our methodology machine learning obtains the calculation rules of the
learned objective function, see Chapter 3.3.5. Any machine learning algorithm that delivers real values is appropriate, such as neural networks, RVM,
etc. Our proof of concept is implemented with the model tree algorithm
M5’ [50]. This algorithm recursively splits the feature space into subsets.
This procedure assembles a tree, where the leaves contain disjunctive subsets of the training data. The standard deviation of the target values of the
leaf’s subset is calculated by sd and represents the training error at that leaf.
Splitting a set into two subsets makes the according leaf an internal node and
parent node of two new leaf nodes. As intended, the error of those leaves is
lower than the original error. One value of one feature within feature space
represents the split point that divides a set into two subsets. The criterion
for further splitting a node is the standard deviation reduction (SDR) that
will be gained, see Equation 3.6.
SDR = sd(T ) −

|T2 |
|T1 |
sd(T1 ) −
sd(T2 )
|T |
|T |

(3.6)

where T is the set of instances in the node to split and T1 and T2 are the
resulting subsets.
3.4.1.2

The Shortcomings of M5’

M5’ considers each feature in feature space and each possible value of these
features seperately and calculates the SDR. The split point is chosen to be the
feature and value with maximum SDR. The consequences of this technique
are visualized by approximating the functions f (x) = x and f (x) = |x|,
see Figure 3.9. The upper row depicts the noise-free training data that
consists of the feature x and the target value f (x). The lower row depicts
their approximation as piecewise linear functions. Obviously, the identity
function is perfectly approximated, whereas the absolute value function is
approximated worse with getting closer to the inflection point. A human
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would split the target function at x = 0 first. The resulting subsets are then
learned as accurately as f (x) = x is learned. The M5’ algorithm does not
split the training set at x = 0, because this splitting delivers SDR=0 which
is not the maximum. The first split point in our example where x ∈ [−1, 1]
is x = −0.597. The first three split points are marked in the figure.

Figure 3.9: The resulting approximation using M5’ depends on the curve
progression of the target function. Left: The identity function is perfectly
approximated. Right: An approximation of the absolute value function is
harder to achieve.

3.4.1.3

Influence of the Shortcomings on the Learned Calculation
Rules

We inspect the feature point c?132 2 and two points x1 and x2 , that are located
apart from each other but with the same distance to c?132 , see Figure 3.10.
Therefore, the image looks different within the vicinity of x1 and the vicinity
of x2 . Haar-like feature values calculated from these two regions having the
same distance to the feature point are both mapped to the same objective
2

As an abbreviation c?132 is used instead of c1 32(p?I ) for the ideal feature point n = 132
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function value. The model tree therefore assumes, that they belong to the
same class. Figure 3.10 illustrates this issue in more detail. In Figure 3.10a)
the locations of x1 and x2 are marked. Figure 3.10b) visualizes the progression of the Haar-like feature values along the connecting line from x1 to x2 .
Figure 3.10c) shows the according value of the ideal objective function. Figure 3.10d) shows the distribution arising from mapping the Haar-like feature
values to the ideal objective function value. The ideal objective function
has the same result value for both locations x1 and x2 . In contrast, the
result value of the objective function depicted in 3.10f) differs by the sign.
Figure 3.10e) depicts the desirable function to learn.

Figure 3.10: a) Two points situated at the same distance to the ideal feature
point, but in opposite directions. b) Progression of the Haar-like feature
values from x1 to x2 . c) Ideal objective function. d) Features at the same
distance are assigned to the same result value of the ideal objective function.
e) This target function would facilitate learning. f) The direction to the
feature point is expressed by the sign of the objective function value. Features
in opposite direction are assigned to different objective function values now.
Our approach takes Haar-like features that are mapped to the distance to the
ideal feature point. This distribution in feature space looks similarly to the
absolute value function. Figure 3.11a) visualizes this issue. One single Haarlike feature is taken exemplarily and its values are denoted on the x-axis.
The y-axis denotes the corresponding value of the ideal objective function.
Figure 3.11b) shows the same sample by using a target function, that does
not only take the distance to the ideal feature point, but also the direction in
which the observed feature point x is situated, into account. The remainder
of this Chapter will exactly describe the mathematical decomposition of fn?
in order to obtain the target function shown in Figure 3.11b).
3.4.1.4

Solution Idea

Equation 3.7 shows our decomposition of the ideal objective function into two
?
parts fn?x and fn y . They correspond to the distance between the components
of x and the manually landmarked feature point c?n related either to the
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b)

Figure 3.11: a) The ideal objective function fn? is the target function for
learning the calculation rules. b) A mathematical rewriting of the target
function facilitates learning.
x-axis or to the y-axis. They do not indicate the Euclidian distance and
?
can also have negative values. The functions fn?x and fn y do not represent
objective functions by their own, because they do not suffice the properties
stated in Chapter 3.1 any more. They are only intended to be used within
Equation 3.7.

fn? (I, x) = |x − c?n |
p
(x.x − c?n .x)2 + (x.y − c?n .y)2
=
q
?
=
(fn?x (I, x))2 + (fn y (I, x))2

(3.7)

where c?n = cn (p?I )
?

The functions fn?x and fn y are learned seperately. Using the methodology
introduced in Chapter 3.3.5, only the training data in Equation 3.3 has to
be changed slightly for each partial function. Equations 3.8 and 3.9 depict
?
the modified training data for fn?x and fn y , respectively.

[h1 (Ik , xn,d ), . . . , hA (Ik , xn,d ), fn?x (Ik , xn,d )]
[h1 (Ik , xn,d ), . . . , hA (Ik , xn,d ), fn?y (Ik , xn,d )]
with 1≤k≤K,1≤n≤N,−D≤d≤D

(3.8)
(3.9)

Chapter 4
Adapting Learned Objective
Functions to Model Tracking
Model fitting is the computational task of fitting a model to an object that is
visible within a single image. The content of this image and the appearance of
the object is completely arbitrary and no particular information is available.
Model fitting is just provided with a rough estimate of the model parameters
by the localization phase, see Figure 2.1. Localization algorithms must, in
term, be capable of handling arbitrary images. This makes model fitting a
challenging task.
In contrast, model tracking is the computational task of fitting a model to an
object that is visible within a video or an image sequence. Within the entire
image sequence, a lot of image conditions are fixed, such as illumination,
shadows, background, and camera settings. Furthermore, object descriptors only change gradually, such as position, pose, surface, and deformation.
Therefore, the content of an image is not arbitrary any longer, but it is similar to the previously processed images. The model parameters to be detected
are restricted to a certain range. Model tracking algorithms fit the model to
the images one after another and gather knowledge about the image and the
object. Exploiting this information increases the fitting accuracy and accelerates the fitting task. Of course, the first image of a sequence represents an
exception to which model tracking cannot be applied.
Chapter 3 describes how to learn objective functions for model fitting. Since
these functions are capable of handling arbitrary images, we call them generic
objective functions. This chapter describes how our approach of learning the
objective function benefits form exploiting the characteristics of image sequences. The introduced objective functions will not be capable of handling
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specific
objective function

uses further
knowledge
about image
sequence or
current
object
appropriate
for
learned with

no

yes

model fitting and model tracking

model tracking

any appearance of object

accuracy

moderate accuracy to each appearance of the object
learned once

particular appearance of object,
e.g. bearded men
specific object: very high others:
undefined (prob. very low)
learned seperately for every specific object

Table 4.1: Comparing generic objective functions and specific objective functions.
arbitrary images but images that show specific objects. Therefore, we will
refer to them as specific objective functions. E.g. a person-specific objective
function is appropriate to be applied to an image with one specific person,
whereas a group-specific objective function considers a particular group of
persons, such as bearded men. Table 4.1 illustrates the properties and capabilities of generic and specific objective functions. This chapter elaborates
on objective functions for tracking a face model but the insights are relevant
for any other model tracking application as well.
The integration of specific objective functions into real-world applications
requires to consider two aspects: First, several objective functions that are
specific to different appearances of the object have to be learned offline. In
the case of face model fitting these objective functions are learned for specific
groups of persons rather than for single persons. This requires to annotate
a set of training images for every group. Thereafter, one objective function
has to be learned for every group individually according to the description
of Chapter 3. Chapter 4.1 describes the offline part in more detail.
Second, one specific objective functions that is appropriate to describe the
currently visible object has to be selected online. The currently visible object
has to be detected to be member of the correct group. Chapter 4.2 will
explain how this can be achieved.
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Learning Specific Objective Functions

Generic objective functions are learned once with a comprehensive training
set covering a high variance in the appearance of persons and background conditions. Afterwards it can be applied to any unseen person. This flexibility
restricts the accuracy generic objective functions can achieve. Group-specific
objective functions achieve a high acccuracy for persons that are members
of the group. The highest accuracy is achieved by person-specific objective functions, but only for the person the objective function is adapted to.
Chapter 5.5 extensively evaluates the different accuracy of these objective
functions.
The objective function has to be adapted to the particular features of the
currently visible face in order to track it. An adapted objective function does
not have to take any thinkable occurrence of the object into account and will
therefore increase its accuracy. In the case of face model tracking, it will be
adapted to the specificities of the current person, e.g. a beard, and then just
consider bearded persons in the remainder of the image sequence.
This step requires to learn several objective functions that are specific for
particular persons. This chapter describes a methodology to perform this
task. Unfortunately, learning an objective function for our face model takes
around 24 hours. Therefore, an objective function cannot be learned in
real-time but must be learned beforehand. Obviously it is not possible to
learn a specific objective function for every person of the world population
spanning 6.5 billion people. Furthermore using objective functions that are
adapted only to one specific person in a real time application requires to
exactly determine the person in order to apply the correct objective function.
Otherwise the achieved tracking accuracy might be much lower than with
the generic approach. Therefore, we propose to subdivide the population
into G groups that contain persons with similar outward appearance, such
as women, men, children, bearded men, non-bearded men, bald headed men,
haired men, various ethnic groups, etc. For accuracy reasons, this subdivision
must be achieved automatically. Finding an appropriate algorithm for this
task is the most challenging aspect of ”Learning adaptive objective functions
for model tracking”.
If there are R persons and we would like to subdivide them into G groups,
R
R!
possibilities. Let 1 ≤ g(r) ≤ G describe the group
there are G
= G!(R−G)!
membership of each person r. The best possible grouping is the one that
minimizes the error between the annotated model parameters and the model
parameters that are obtained by fitting the model to a set of test images
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using the learned objective function of this grouping, see Equation 4.1.

min

partitionings

(

R
X

X

r=1

I∈Qr

g(r)

| p?I − pI

| )

(4.1)

g(r)

where pI are the model parameters that are obtained by fitting the model
to the image I using the objective function of the group g(r) and Qr denotes
the set of annotated test images for the person r.
Chapter 4.2 will elaborate on this issue. After determining the best grouping
a specific objective function will be learned for every group separately. This
proceeding requires applications to detect the group of the visible person
before the tracking process starts.
The learning step of an objective function for each group is processed exactly the way it is described in Chapter 3 for generic objective functions.
The training set for each group contains a representative sample of different
occurrences of the group members.
Chapter 5.5 illustrates the different accuracy of generic and person-specific
objective functions.

4.2

Determining the Correct Objective Function for the Currently Visible Object

Figure 4.1: Model tracking requires two sequent steps to apply the appropriate objective function.
Tracking algorithms, that make use of specific objective functions need a
preceeding step: selecting the correct objective function for the object, that
appears in the image sequence, see Figure 4.1. The methods used in this
step are independent of the grouping method that is used for learning the
specific objective function, but they need to perform accurately in order
to achieve high accuracies of the model fits. Chapter 5.5 will verify, that
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group-specific objective functions achieve high accuracies when fitting an
object that belongs to the group the objective function has been learned for.
Otherwise the accuracy is undefined, see Table 4.1. Therefore determining
the correct group an object belongs to is a challenging task. The remainder of
this chapter suggests a starting point for solving this problem and mentions
related work.
To determine the objective function that is appropriate for the current visible
object, features that are characteristic for all group members must be found.
An example is to use the appearance parameters of an Active Appearance
Model, that were invented by Cootes et al. [6].
Boffy et al. [2] deal with a similar problem, they propose an adaptive approach for real-time feature matching. They use information about the current camera position towards the object to select a set of classification trees
for matching features. The classification trees are trained for specific viewpoints and ranges.

Chapter 5
Experimental Evaluation
In this chapter, learned objective functions will be evaluated in the context
of two scenarios. The first is facial expression recognition. This scenario is
typical for many lifelike scenarios in that the used algorithms require robustness towards a lot of variations in the image data. In this scenario, we use
500 images of frontal faces from the Internet and the television. Due to their
widespread origin, they show large variations in background, illumination,
focal length, color saturation, size, and face orientation. The face model has
already been introduced in Chapter 2.1.
The second scenario is a typical for industrial applications with highly constrained environments, such as quality analysis on assembly lines. In this
case, the camera parameters, the illumination, the background, and most
other environmental parameters are constant. Here, a B21 robot takes
150 images while approaching the kitchenette in our laboratory. We create a model with 84 feature points that represents the stove, depicted in
Figure 5.1. Since we cannot use the interocular distance for this model, any
distance is given in relation to the width of the stove.

Figure 5.1: Industrial scenario. This figure depicts two example images of our
kitchenette, annotated with the ideal parameterization of the stove model.
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To demonstrate the general applicability of our approach, we will conduct
the experiments of face model fitting with both gray-scale and skin color
images, determined with the skin color detector described in [52]. This kind
of image represents skin colored regions by white pixels and any other color
by black pixels, as shown in Figure 5.2.

Figure 5.2: Image features are taken from the original image as well as from
preprocessed images. To the left is the original color image, in the center the
gray-scale image, and to the right the skin color image.
In the next part of this chapter, we will analyze some individual local objective function to demonstrate the adaptivity of our approach. In Chapter 5.2,
we will analyze to what extent learned objective functions have properties
P1 and P2. Finally, in Chapter 5.2, we evaluate learned objective functions
in the context of an existing fitting algorithm.

5.1

Interpretation of Local Objective Functions

Each local objective function is learned with a model tree. Model trees tend
to select the most relevant features for prediction from a set of features.
Figure 5.3 illustrates, which features the model tree picks to construct the
local objective function for the feature points n = 92 and n = 116 for the skincolor images. The attached face models show the location of these feature
points. The x-axis depicts the different styles of image features provided by
the designer, whereas the y-axis depicts their different sizes. The radius of
the circle illustrates the frequency that combination of features is used to
compute the model tree value.
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Inspecting these and other examples leads to conclusion that edge-based features are hardly used to determine the objective function value. Apparently,
Haar-like features are more relevant and informative when it comes to learning objective functions. Note that this is not our subjective opinion. It is
based on objective measures that the model tree uses to select features. The
model tree rejects them in learned objective functions and this raises the
question if it is appropriate to use edge-based features in designed objective
functions.

Figure 5.3: The calculation rules of several feature points pick different image
features. Top: feature point i = 92 is part of the upper lip, bottom: feature
point i = 116 is part of the face boundary. Features are calculated from
skin-color images.
A closer inspection of Figure 5.3 verifies some intuitions. The predominant
image features at feature point i = 92, on the upper lip, are Haar-like features
with a horizontal orientation. As can be seen in Figure 5.2 there is a clear
horizontal transition from black (lip) to white (skin) in the skin color image.
This implies that horizontally aligned Haar-like features will return higher
values, the more accurately they are aligned with this transition. The model
tree has learned to exploit this informative feature. The same holds for
feature point n = 116, situated on the face boundary on the cheek, where
vertical edges are favored because there is a vertical transition from skin color
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on the cheek to the non-skin colored background.
The error of each local objective function is depicted in Figure 5.4, for both
the gray-scale and skin-color images. The radius of each circle is 100% minus
the relative absolute error of the function on a separate test set, so larger
circles correspond to more accurately learned calculation rules.

Figure 5.4: The objective functions of different feature points are learned with
different accuracy. Left: Learning on gray value images. Right: Learning on
skin color images.
For both the gray-value image and the skin-color images, the feature points
around the eyes and eye brows are learned very accurately. This is because
there is much texture in this region, which allows many features to be used.
For skin-colored images, the feature points on the chin are not learned well,
as there is often no distinctive texture, as can be seen in the small face image
at the bottom of Figure 5.4.
An interesting difference between the two types of images is seen at the chin
line (feature point 112 ≤ n ≤ 134), along the left and right side of the
face. These feature points are located at the boundary between the face
and the background. For gray-scale images, the background is more or less
random, and image features in the vicinity of feature points at a transition
near this background are likely to contain random background values. These
values are not very informative, and hardly used when learning the model.
For skin-color images, in contrast, the background is likely to be non-skin
colored, and a clear boundary between the face and the background arises.
This is detected well by many image features, and an accurate local objective
function is learned from the informative values they return, as can be seen
in Figure 5.4.
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Evaluation of Local Objective Function
Robustness

Formally, objective functions either have properties P1 and P2, or they do
not. In this chapter, we are more lenient, and define indicators I1 and I2 that
compute to what extent objective functions have these properties. These
indicators are computed for each image and each local objective function
individually. For ideal objective functions, these indicators are I1 = 0
and I2 = 0 by definition.
I1: Correctness indicator: This indicator quantitatively shows the distance
(in pixels) between the ideal position of the feature point cn (I, p?I ) and
the global minimum m of the local objective function. It is calculated
˜ around the ideal position.
within a certain range ∆

m :=

min

˜
|x−cn (I,p?I )| ≤ ∆

fn (I, x)

I1 := |cn (I, p?I ) − m|
I2: Uni-modality indicator: This indicator shows the total number of local
˜ 2 ). It is comminima divided by the size of the considered region (π ∆
˜ around the global minimum m. Note
puted within a certain range ∆
that the global minimum m of the function is not counted.
I2 :=

1
˜2
π∆

X

1

˜ ∧
0 < |x − m| ≤ ∆
∀s : |s − x| ≤ 1 ∧
fn (I, x) < fn (I, s)

Because these indicators are defined for local objective functions, they are
determined in pixel space. Their values are computed by taking a subset
of pixels from the image around the feature point cn (p?I ) with a maximum
˜ Then the objective function is computed for all of them, and
distance ∆.
exhaustive search to find the global and all local minima is performed. Local
minima are defined as pixels whose eight adjacent pixels all have higher values
than the center pixel itself.
Table 5.1 lists the average value of both indicators over all local objective
functions and test images. The learned objective functions, though not ideal,
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have substantially less local minima, and have a global minimum which on
average is significantly closer to the best model fit.
scenario
lifelike
(200 test
images)
industrial
(50 test
images)

objective
designed:
ideal:
learned:
designed:
ideal:
learned:

function
fne (I, x)
fn? (I, x)
fn` (I, x)
fne (I, x)
fn? (I, x)
fn` (I, x)

I1
0.288
0.000
0.175
0.054
0.000
0.025

I2
0.0289
0.0000
0.0076
0.0371
0.0000
0.0189

Table 5.1: The average indicator values for both scenarios.

5.3

Visualization of Global Objective Functions

Local objective functions are defined in pixel space, whereas the global objective function is defined in parameter space, as Equation 2.3 shows. Since
the mapping from pixel space to parameter space is non-linear, global objective functions are not ideal in general, even if the local objective functions
from which they are computed are all ideal. However, any local minimum
that might arise from this non-linear mapping is mostly averaged out when
summing over all local objective functions. For the same reason, the global
minimum is also retained.
Figure 5.5 visualizes that this is the case. The graphs depict how the value
of the global objective function depends on varying pairs of parameters from
the parameter vector p, for both edge-based and learned objective functions.
It is clear that the learned global objective function is closer to be ideal than
the edge-based one. The plateaus with many local minima arise because they
are outside of the area on which the objective function was trained. In these
areas, the objective function cannot be expected to be ideal. The deformation
parameter b1 determines the angle at which the face model is viewed, and b2
opens and closes the mouth of the model. As proposed by Cootes et al. [7]
the deformation parameters vary from −2σ to 2σ of the deviation within
the examples used for training the deformable model. Figure 5.7 in the next
chapter will present further results on this topic.
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Figure 5.5: Comparing the behavior of the edge-based (left column) to the
learned (right column) global objective function, by varying pairs of parameters p = (δx , δy , α, σ, b)T .

5.4

Evaluation in the Context of a Fitting
Application

In this chapter, I evaluate learned and designed objective functions in the
context of our model fitting application. In our application the minimum of
each local objective function is determined using gradient descent with onestep look-ahead. This arrangement of feature points usually does not satisfy
the constraints of the model. The second step in the procedure is to determine
those feature points that have the smallest sum of squared distances to the
previously determined feature points, yet satisfy the constraints.
We have compared edge-based and learned global objective functions by using
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both in the context of our existing model fitting application. This evaluation
uses the point-to-point measure, which indicates the distance between a feature point of the ideal model and the same feature point of the model that is
found by the fitting algorithm. The mean point-to-point distance is 30.1 pixels by integrating the edge-based objective functions into our model fitting
framework. This distance decreases up to 7.8 pixels by integrating the learned
objective function. This evaluation is conducted on 200 previously unseen
images that are taken from the Internet. Apparently, learned objective functions enable the fitting algorithm to determine the best fit more accurately.
In a further experiment, I compare the result of model fitting using our
objective functions to the result of other face model fitting applications. We
investigate how well model fitting using learned objective functions performs
with images from the BioID database [27]. This image database is a publicly
available data set that contains 1521 images showing several persons in front
of a web-cam under various background conditions like changing illumination
or motion in the background. We trained an objective function, which was
provided with Haar-like features from the gray-scale image.

Figure 5.6: Results for face model fitting using the learned objective function
for optimization (solid line) vs. applying no optimization (dot and dash line).
Figure 5.6 shows the result of our fitting algorithm described above using
a learned objective function (solid line). Cristinacce and Cootes [9] use the
same image database, and use a template matching technique to track fa-
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cial feature points. They also determine the difference between the results
of the fitted models and annotated ideal models. We therefore adopt the
distance measure they have proposed: The point-to-point distance between
the resulting feature point and the annotated feature points, normalized by
the interocular distance, the distance between the centers of the two eyes.
Figure 5.6 visualizes the result of this experiment. The x-axis indicates the
distance measure mentioned before and the y-axis indicates the cumulative
percentage of correctly fitted instances of the face model given the corresponding distance to the ideal model normalized by the interocular distance.
These results are comparable to those of Cristinacce and Cootes, see [9,
page 4, Figure 3a].
A further inspection of Figure 5.6 shows how much the optimization phase
improves the results of the localization phase of the fitting process by using
the learned objective function. The solid curve represents the fitting results
with the learned objective function used for optimizing the found feature
points. The dashed line indicates the results obtained by only applying global
localization of the face without optimizing the local feature points. Given a
distance measure of 0.05 the global face locator is able to fit 2% of the face
models within the permitted distance correctly whereas 29% of the faces are
correctly located using the optimization method with the learned objective
function. 95% of all faces are fitted within a distance measure of 0.12 by
applying the learning approach. Applying only global face localization the
distance measure for locating 95% of the faces is 0.16. That corresponds to
an up to 30% higher deviation from the annotated model parameters.
Of course, the objective function is only able to deliver good results in the
area around the feature point for which it has been trained in the learning
phase. Figure 5.7 shows a comparison between two objective functions, one
which was trained on data from a small area around the feature point, and
the other on a larger area. In the experiment, I displaced the position of the
face model in x and y direction and measured the distance to the annotated
feature point for each feature point after fitting. The x-axis of the diagram
marks the initial displacement from the annotated position. The y-axis of the
diagram indicates the mean distance of all feature points to the contour of the
annotated face model after the fitting process. We normalized the distance
values with respect to the scaling of the model. The perfect u-shaped graph
represents not performing any fitting at all, i.e. the initial displacement is
equal to the ‘final’ displacement.
The curves clearly show that fitting is only successful within a certain area.
If the initial displacement is too high, the best model fit is found far less
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Figure 5.7: The learning radius around the feature points influences the
results of face model fitting.
frequently, or not at all. The model which was trained on a larger area also
has a larger area in which convergence to the best fit happens. However, in
the case of convergence, it cannot achieve the fitting accuracy of the model
which was trained on a smaller area. Apparently, there is a trade-off between
fitting range and fitting accuracy. An interesting idea would therefore be to
combine these two (or more) objective functions. During fitting, the best fit is
first determined using the large-radius function. Then the parameterization
of this fit is used as an initialization for the small-radius objective function,
which determines the best fit more accurately, thus fine-tuning the model fit.

5.5

Evaluation in the Context of a Tracking
Application

Chapter 4 suggests to adapt the objective function to particular objects or
group of objects in order to facilitate model tracking. This chapter inspects
the increase of accuracy that is achieved with these specific objective functions and compares them to generic objective functions. Furthermore, I
evaluate the applicability of the grouping method proposed in Chapter 4.1.
All tests are performed using our face model that is described in Chapter 2.1
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and has already been used for the evaluations presented in the preceding
chapters.
The accuracy is quantified as the point-to-boundary-error, which represents
the minimum distance from a feature point cn (p) to the contour line of the
ideal model. This distance is calculated for each feature point individually
and averaged afterwards. The point-to-boundary-error is measured in units
of the interocular distance for normalization purpose.
In order to learn a generic objective function the training set needs to contain
a representative variation of human faces. A fitting algorithm does not have
specific information about the current face to fit and therefore the generic
objective function has to be capable of handling any visible face. This leads
to moderate accuracy of the learned calculation rules.
This experiment requires a data base of several images of various persons.
We extract one short image sequence for 45 different persons from news
broadcasts on TV. They comprise of news anchormen and politicians as well
as passers-by giving short interviews. The image sequences cover a variation
of environmental aspects such as background and illumination properties
as well as a variation of faces with different appearance, such as beards,
glasses, gender. Within the image sequences, persons move their head and
show facial muscle activity. We annotate each image with the ideal model
parameters and learn a specific objective function for each person, according
to the desription in chapters from 3.3.1 to 3.3.5. Additionally, we learn a
generic objective function with the images of all 45 persons. We will compare
its accuracy to the accuracy of the specific objective functions.
Figure 5.8 shows a comparision of learning objective functions in a generic
and a person specific way. The face model is fit to each image of the image
data base using different objective functions. The x-axis denotes the number
of the person and the y-axis indicates the mean point-to-boundary-error when
fitting the model to all images that show one person. It is clearly visible that
learning objective functions for a specific person improves the process of
fitting the face model to the images that show this person.
The experiment described above shows the superiority of person-specific objective functions over generic objective functions in terms of accuracy. Unfortunately this advantage cannot be utilized directly in real applications,
see Chapter 4.1. Therefore, a method is proposed that partitions the persons
into groups of similar properties. In the remainder of this chapter two issues
concerning group-specific objective functions will be verified: First, the feasibility of person-grouping is shown by means of a selective example. Second,
the gain in accuracy holds for group-specific objective functions as well.
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Figure 5.8: Point-to-boundary errors of a generic learned objective function
(gray bars) compared to those of objective functions that has been learned
for each person separately (black bars).
To perform the test three persons from the image dataset were chosen exemplarily to demonstrate every possible grouping. An example image of each
person is shown in Figure 5.9. The set was chosen consciously to contain
two persons that look similar and one person that differs in the outward appearance from the other two persons. I will refer to them as Person 26 (left),
Person 42 (middle) and Person 44 (right) as it corresponds to the indices in
the image database.

Figure 5.9: Example images of the persons used for learning group-specific
objective functions.
For grouping these three persons into two groups there exist three different
combinations, see Chapter 4.1. For each combination a group-specific objective function is learned for the two-member-group and a person-specific
objective function is learned for the single person forming the other group.
Afterwards, the accuracy is measured by applying the objective functions to
the fitting task and calculating the distance to the ideal model parameterization with respect to the interocular distance.
Figure 5.10 illustrates the achieved results. The left diagram shows the dis-
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Figure 5.10: Accuracies achieved with person-specific (left) and groupspecific (right) objective functions.
tances when applying the person-specific objective functions to previously
unseen images of each single person. In this connection, low interocular distance values correspond to high accuracy. As expected the distance is very
low for the person the objective function is specific to, otherwise the distance
is very high. The right diagram visualizes the results of the group-specific
objective functions. Each bar denotes the distance to the ideal model when
performing the fitting task using one of the objective functions learned from
two persons. The x-axis denotes the persons the fitting task is performed
on. In all cases the group-specific objective function achieves high accuracies
for both group members. Calculating the sum of the distance values according to Equation 4.1 delivers 23.7 for the grouping {Person26,Person42}
{Person44}, 22.9 for the grouping {Person42,Person44} {Person26} and 24.2
for the grouping {Person26,Person44} {Person42}. The best possible grouping is the one with minimum sum, that is {Person42,Person44} {Person26}.
The algorithm determines the two woman to be in one group and the man
in the other group as we would do intuitively. The results achieved with
the generic objective functions are added to each diagram represented by the
black bars, for comparison. All distance values are summarized in Table 5.2.
The results are given in percent of ocular distance. The superscript of f
denotes the persons the specific objective function was trained with.
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evaluated with
generic
f 26
f 42
f 44
f 26,42
f 42,44
f 26,44

evaluated on
Person 26 Person42 Person 44
10.6
19.0
20.3
5.4
40.6
39.2
21.3
9.4
20.2
18.6
27.6
6.7
6.6
10.4
26.1
22.0
9.8
7.7
6.3
31.8
8.5

Table 5.2: The interocular distance after fitting.
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Chapter 6
Summary and Outlook
In this thesis, I comprehensively inspected the generic approach of learning
robust objective functions and showed a way to learn person-specific objective
functions for model tracking. I pointed out, that a traditionally designed
objective function is far from ideal and described a novel method that learns
objective functions from annotated images and an ideal objective function.
Two properties were formalized that such ideal objective function must have.
In this approach, many critical decisions are automated, and the remaining
manual steps require less domain-dependent knowledge, turning the art of
objective function design into a science. It also contains no time-consuming
loops, which greatly simplifies the task of the designer.
The resulting objective functions are more robust and accurate, because automated learning algorithms select relevant features from the many features
provided, and customize each local objective functions to local image conditions. Because many images are used for training, the learned objective function generalizes well. These findings were verified using two indicators that
measure the extent to which objective functions have the two ideal properties. I also verified that learned objective functions enable fitting algorithms
to determine the best fit more accurately.
Unlike fitting algorithms tracking algorithms can exploit knowledge about
image conditions, such as illumination, background or the current pose of a
model. This inspires to adapt objective functions to those specifics. In this
thesis, I introduced a method to group visible objects automatically and learn
specific objective functions for these groups. By means of an example using
face models I showed that person-specific objective functions achieve a high
accuracy when fitting the model. In order to apply this novel approach to
real existing applications a robust method is needed that selects the correct
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objective function for the currently visible object. Future work will elaborate
on this issue.
Currently all proposed methods are applied to two-dimensional models. In
our ongoing research it is explored, how three-dimensional models can also
benefit from learning robust objective functions.
In the current implementation, the list in Equation 3.2 is computed from
the list in Equation 3.3, and stored for further processing with WEKA [55],
the machine learning software we use to learn the model trees. This file can
become quite large, especially if many images and image features are used.
To be exact, N such files with each K(2D + 1)(A + 1) floating point number
are generated. A solution to this problem is to not generate these large
files, but rather read the list of images in the list in Equation 3.3 into the
learning software, and only compute image features when they are needed.
This will lead to lower memory requirements, but a higher computational
load, a trade-off needed to deal with even larger amounts of image features.
Model trees tend to use only features that are relevant for predicting the
target value. This is not the main purpose of model trees, but rather a
convenient side effect. A consequence is that two model trees trained with the
same data, but different learning algorithm parameters often use a different
subset of features. Both usually agree on the most relevant features, but
the use of less relevant features can differ significantly. Therefore, future
work might focus on using specialized feature selection methods to more
robustly determine the truly relevant features, either through direct feature
filtering [21] or wrapping feature selection around the learning algorithm [28].

Chapter 7
Appendix

7.1

Glossary of Terms

Terms related to models:
x

A pixel location in an image.

I

An image.

K

The number of images in the image database.

k

The image index, 1 ≤ k ≤ K.

Ik

The k th image in the image database.

I(x, y) The integral image.
p

The parameters of a model.

p?I

The manually specified ideal model parameters for a specific image I.

P

Dimension of parameter space.

N

The number of feature points of a model’s projection onto the image plane.

n

The feature point index, 1 ≤ n ≤ N

cn (p) The mapping from the model parameters p to the pixel location of the model’s nth
feature point.
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Terms related to objective functions:
f (I, p) The global objective function that computes how well a model with parameterization p fits the image I. In this thesis, lower values correspond to a better fit.
f ? (I, p)The global objective function computed from ideal local objective functions.
fn (I, x)The local objective function that computes how well the pixel x fits the image I at
the model’s nth feature point.
fn? (I, x)The ideal local objective function of the model’s nth feature point.
fne (I, x)The designed local objective function of the model’s nth feature point.
fn` (I, x)The learned local objective function of the model’s nth feature point.
m

The true global minimum of an objective function.

E(I, x) The edge magnitude of the image I at the position x.
Terms related to training data generation:
D

The total number of relocations of one feature point to one side along the perpendicular for gathering the training data. The entire amount of relocations in both
directions is 2D + 1.

d

The index of the relocations for the feature point for gathering the training data.
(−D ≤ d ≤ D)

xn,d

The dth relocation of feature point n.

∆

The maximal relocation distance of the points xn,d when generating training data.
The dth relocation distance can be computed with ∆d/D.

A

The number of image features (e.g. Haar, edge) provided to the learning algorithm.

a

The image feature index, 1 ≤ a ≤ A.

ha (I, x)The ath image feature value, calculated from image I at position x.
s

The considered points in the vicinity of some other point that is testified to be a
local minimum.

Terms related to model trees:
sd

The standard deviation.
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SDR

Standard deviation reduction, that is gained when splitting a tree at a particular
split point.

T

Set of instances in a node to split.

T1 , T2 Subsets after splitting
Terms related to person-specific objective functions:
R

The number of different persons for learning person-specific objective functions.

r

The index of the person, 1 ≤ r ≤ R

Qr

Set of annotated test images of person r

G

Number of groups

g(r)

Group, that person r belongs to, 1 ≤ g(r) ≤ G

g(r)

pI

The model parameters that are obtained by fitting the model to the image I using
the objective function learned for the group g(r).
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