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angegebenen Quellen und Hilfsmittel verwendet habe.

München, den 15. Juni 2007

(Christoph Mayer)

Abstract
In the context of human-machine communication recent research focuses on
extracting data transmitted on the visual channel. Model-based image interpretation has been proven an appropriate approach to extract high-level
information from image data. During the interpretation process a model is
fitted to the image with the help of the objective function that evaluates how
well the model describes the image content. Our previous work identified the
objective function to be a crucial component for this fitting process.
This objective function is traditionally designed manually and based on
the designer’s intuition of a good measure of fitness and domain-dependent
knowledge. We proposed to learn this function from annotated example
images [35], since this methodology holds significant advantages to the traditional approach.
This thesis proposes an extension to this approach which makes it appropriate for fitting three-dimensional models as well. These models induce
nontrivial challenges such as large rotations and self occlusion, which results
in large variations of the image content at local parts of the model. We address these challenges by defining the feature extraction in three-dimensional
space instead of pixel space and connect the definition directly to the model
parameterisation.
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Chapter 1
Introduction
Recent researches focus on improving the communication between humans
and machines, since the traditional input devices, such as keyboard and
mouse, are often considered uncomfortable or non-intuitive. Even people
with good technological knowledge are challenged by interfaces of growing
complexity in all kinds of machines. Performing even simple tasks often requires searching in long manuals that consumes much more time than the
task itself. Therefore, developing new ways of human-machine communication is a valuable aim.
Instead of expecting humans to adapt to machine interfaces it is more desirable to design machine interfaces that are adapted to human communication
channels. Humans communicate with the help of different channels, such
as visual, acoustic and haptic channels. The visual channel is one way to
gather information about the environment, but also to pass this information
to other humans. Furthermore, information about the current emotional
state, which is important to interpret information gained on other channels,
is transmitted on this channel. Therefore, the interpretation of visual data
plays an important role in the human-machine interaction.
Model-based image interpretation has been found appropriate to extract information from image data during the recent decades. A model is utilised
to represent a priori knowledge about the object of interest by abstracting
important properties of this object and rejecting less relevant aspects. A face
model for human-machine communication might model the human’s position
and orientation, the gaze point or the facial expression. The vast amount
of data in images is reduced to a small set of parameters that describe the
model’s current configuration. These parameters can be further processed to
interpret the image and gain information about the image content.
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However, the correctness of the model fitting and therefore the quality of the
interpretation depends on how good the model parameterisation describes
the image content. Therefore, the step of estimating the model parameters
that describe the image content best or at least good enough is an important
step in the image interpretation process. To perform this step, three main
components are needed. An example of this step can be seen in Figure 1.1

Figure 1.1: An example of the fitting process
The model represents knowledge about a real-world object’s properties. Depending on the application it emphasises different aspects such as shape, texture or size. A parameter vector p, that represents the possible configurations
of the model, such as position, rotation, scaling, texture and deformation,
comprises the modelled properties.
The objective function evaluates how well a parameterised model fits to an
image. Depending on context, they are also known as the likelihood, similarity, energy, cost, goodness or quality functions. The objective function is the
central research object of this thesis. However, it is a non-trivial task to gain
an appropriate function. Although, people can mostly identify the modelled
object in images, it is difficult to describe the appearance of the object in
a mathematical form which is required by the computer. Traditionally, the
objective function is designed in a time-consuming trial-and-error process,
further described in Section 2.5.2. To solve this problem we will demonstrate
an alternative approach to build the objective function in this thesis.
The fitting algorithm searches for the model parameters that optimise the
objective function to estimate the model that fits the image best. Depending
on the objective function the optimum is the highest or smallest value. Since
the described methods are independent of the used fitting algorithm, this
thesis shall not elaborate on them. We refer to Hanek et al. [17] for a recent
overview and categorisation of fitting algorithms.
Fitting algorithms refine a usually incorrect, initial estimation of the model
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parameters and do not rely on information about previous images to perform this task. Tracking algorithms, in contrast, assume an already correctly parameterised model in an initial image and estimate the parameter
changes in subsequent images. Therefore, tracking algorithms gain from a
well-performing fitting algorithm that is executed beforehand to estimate the
correct model parameters. Once the model is successfully fitted to an image,
the changes to its configurations in the next image are restricted allowing
the tracking algorithm to track the model of interest over a whole image
sequence with the help of quick and simple algorithms that take advantage
of the parameter change restrictions.

1.1

Problem Statement

Although the result of model fitting heavily depends on the objective function, this function is often designed by hand, using the designer’s intuition
about a good measure of fitness and domain-dependent knowledge. Afterwards, the result is subjectively determined by inspecting it on example
images and example model parameterisations. If the result is not satisfactory the objective function is tuned or redesigned from scratch [27, 9], see
Figure 1.2.
Furthermore, the obtained objective functions are often inaccurate and tend
to have a weak global optimum and many local optima. This causes fitting
algorithms to get stuck in the local optima or require much time to estimate
the global optimum. Since the objective function is designed by intuition
there is no objective measure for the quality of the considered features or the
accuracy of the function itself.
Special problems need to be faced if the model is three-dimensional. Because
of self-occlusions the objective function has to additionally consider the visibility of parts of the model. Furthermore, rotating the model causes large
distortions when the model is projected on the image. These problems have
to be specially attended to, causing more iterations of the design-evaluate
loop in the development process and therefore additional time.
In short, building the objective function manually is very time consuming,
requires much implicit and domain-dependent knowledge and its result is
not guaranteed to be accurate. Fitting and tracking algorithms are often
evaluated or developed in the case of face model fitting. The particular
challenge of face model fitting is, that faces vary a lot in shape and texture.
Therefore we will evaluate our algorithms also in this context.
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Figure 1.2: The traditional procedure for designing objective functions (top)
requires to manually conduct the design-inspect loop. In contrast, the novel
procedure learns the objective functions from training data and automates
the crucial steps (bottom).

1.2

Solution Idea

Our novel approach identifies the objective function to be the weakness of
the model fitting process. Since the fitting algorithm simply searches for
the optimum of the objective function, it is not able to compensate errors
caused by the objective function. Therefore, our goal is to acquire objective
functions that enable fast and accurate optimisation, even with simple fitting
algorithms.
Instead of designing the objective function by hand, we decide to learn it
from annotated example images and an ideal objective function. To generate
training data a large amount of images is collected and manually annotated
with the model parameters that describe the image content best. Further
annotations are obtained by slightly changing these model parameters. The
training data contains model parameter variations and the value of an associated ideal objective function.
We already presented a five-step methodology to learn robust objective functions from annotated example images [35]. In this approach most of the
steps are automated, and the remaining two manual steps require little or no
domain-dependent knowledge. Furthermore, the loop caused by the designevaluate iteration is eliminated, so every manual step only needs to be considered once. Therefore, this approach eliminates the main problems of the
traditional approach, the time required to build an objective function and the
uncertainty of the robustness of the function. However, we only investigated
this approach for two-dimensional models yet.
In this thesis we extend this methodology such that it is appropriate for threedimensional models as well. So far, the model is considered to be placed in
the image. We will now consider the model an abstraction of an object
of this environment and the image as a projection of the three-dimensional
environment containing the model rather than just a set of pixels. The

1.2 Solution Idea
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model consists of points in three-dimensional space to describe the shape
of the modelled object itself, instead of the shape of the projection on the
image as a two-dimensional model would. Translation and rotation move the
model in a natural way in space. Therefore, different views of the object are
obtained by changing the model’s pose instead of deforming the model as in
the case of two-dimensional models.
In [35] we propose to extract features along the perpendicular to the twodimensional model. To ensure expressiveness of the features, we propose to
extract them on L different characteristic directions in this thesis. Since
the feature extraction is connected to the model, one characteristic directions is not well aware of the image content if it is rotated such, that it is
perpendicular to the image plane.
To sum up, since the modelled object is also part of this three-dimensional
environment it provides a more accurate description than a two-dimensional
model. As a consequence, important steps of the fitting process that are
executed in the two-dimensional space, like the extraction of image features,
are now also executed in the three-dimensional space. The result of our
approach is a objective function that combines the advantages of learned
objective functions with the descriptive strength of three-dimensional models.
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1.3

Contribution of the Thesis

The contributions of this thesis are twofold. First, we express a set of domainindependent properties of ideal objective functions and we present a novel
approach that learns objective functions from training data. The learned
objective function approximates an ideal objective function and therefore
yield good fitting results even with simpler fitting algorithms. Furthermore,
the process of learning objective function is less time consuming and requires
less domain dependent knowledge. Therefore, the whole process of building
the objective function is simplified and speed up.
Second, we demonstrate a novel approach of feature extraction for fitting
three-dimensional models by relating the feature position on the pose und
therefore placing the features in three-dimensional space. This allows the
feature extraction to benefit more from the fact that the model is threedimensional. Furthermore, the feature position is more related to the model
and therefore more to the image content. This increases the expressiveness of
the feature values. To ensure that the characteristic direction is well aware of
the image content, we propose to use more than one characteristic direction
and us the one most important for feature extraction.
In detail the contributions and described methods in this thesis are:
1. We define two domain-independent properties that ideal objective functions must have.
2. Based on this definition, we describe an approach that learns objective
functions from training data that is generated from annotated images
and an ideal objective function.
3. Furthermore, we demonstrate that this approach automatically selects
relevant image features.
4. The characteristic direction, that is used to extract features and optimise the objective function, is defined in three-dimensional space instead of pixel space.
5. Therefore we define the position of features in three-dimensional space
and relate this position to the model instead of the model’s perspective
projection.
6. We extend the learning process to take advantage of the novel definition
of feature position.

1.4 Outline of the Thesis

1.4
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Outline of the Thesis

The remainder of this thesis is organized as follows:
Chapter 2 describes the components needed for three-dimensional model
fitting. The order of presentation is chosen that way, that every section relies on previous sections and no knowledge about subsequent section is needed. We will first elaborate on projecting three-dimensional
points on the image plane and then apply this to our three-dimensional
model. Furthermore, we will explain the features that our proof of concept relies on and give a short introduction on objective functions.
Chapter 3 considers the root problem of model-based image interpretation:
the objective function. It explains the shortcomings of the traditional
approach of designing objective functions and proposes desirable properties of ideal objective functions. Furthermore, it demonstrates how
to learn robust objective functions from annotated training images,
which we have first introduced in Wimmer et al. [35] and extends this
methodology to be appropriate for three-dimensional models.
Chapter 4 contains an experimental evaluation of our learned objective
functions. It demonstrates that the model tree selects only relevant
features and inspects the influence of the parameterisation of the objective function on its behaviour. Furthermore, it compares the timing
characteristics of a learned objective function with an alternative approach.
Chapter 5 presents a discussion of our approach. We will show the advantages that our approach holds in comparison to alternative approaches.
Furthermore, we will mention circumstances that cause our approach
to fail and will give reason for this failure. e
Chapter 6 summarizes the content of this thesis and points out the most
important conclusions. Furthermore, future work is presented here.
We will present solution ideas for some of the failures presented in
Chapter 5.

Chapter 2
Fitting Three-Dimensional
Models
Image interpretation is a field of computer science with a growing number of
applications in various areas. Most of these applications rely on the identification, tracking and classification of objects in single images or sequences
of images. This tracking and classification benefits from well-fit models.
Therefore improving the fitting step also improves the result of the whole
application. In [35] we propose a methodology to learn objective functions
from annotated images in order to improve the quality of this fitting. In the
following of this thesis, we will show how this methodology can be extended
to be appropriate for fitting three-dimensional models as well. Therefore we
will now elaborate on the components that are required to apply this methodology and at the same time point out the extends that have to be made to
these components. The order of presentation is chosen that way that every
chapter makes use of previous chapters but knowledge of subsequent chapters
is not needed.
The perspective projection is used to project our model on the image plane. It
simulates the image that would be obtained when a real camera was used to
take a picture of the model and therefore represents the connection between
the image taken by a real camera and the abstract model.
The model represents knowledge about a real world object and models properties that are considered important. In this thesis we consider a model of a
human face consisting of 214 points to model the shape of the face. Properties like the colour of the skin or gender of the person are rejected by our
model.
Different features are extracted from the image to represent image properties.

2.1 Projective Geometry
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These image properties are used to calculate the objective function and to
estimate an initial parameterisation of the model. We present two features:
Haar-like features and skin colour.
The localisation step provides an initial estimation of the model parameters
and therefore and initialization for the fitting process. It makes use of the
image features extracted beforehand to determine rough values of a part of
the model parameters.
To fit the model in the image by refining the initial parameters obtained from
the localisation step, the objective function evaluates the fitness between the
model and the image with the help of the features extracted previously. We
consider this the main component of the fitting process and therefore attend
to this component intensively. It is also the main topic of this thesis. A sophisticated approach to generate robust objective functions is demonstrated
in this thesis.
Finally, the fitting algorithm searches for the model that fits the image best
with the help of the objective function. We propose to divide fitting algorithms in two categories, depending on the general approach how the best
model ist estimated.
In the end of this chapter related work is presented. We will point out similarities to our approach as well as differences of alternative approaches.

2.1

Projective Geometry

Since our model is located in three-dimensional space instead of pixel space,
it has to be mapped to the pixel space to be visualized. This mapping is
performed in two steps. First, the model is mapped on the image plane,
which is still located in the same space as the model. Second, the model is
mapped from the image plane to the pixel space.

2.1.1

The Pinhole Camera

Pinhole cameras consist of a closed box with a very tiny hole through which
a mirror-inverted image is projected on the opposing side of the box. The
light passes the hole and illuminates the opposing box side. The small size
of the hole ensures that light emitted from a point in space is passing the
hole in a straight line and is thus also projected on a single point.
Although modern cameras are much more sophisticated, the model of a pin-
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hole camera is closely connected to the perspective projection, since the perspective projection is derived from the model of the pinhole camera. In this
model the hole is modelled by a single point termed ”focal point” in threedimensional space and the box side by a plane referred to as ”projection
plane”. Points are projected by connecting it with the focal point and calculating the intersection of this line with the image plane. However, usually the
projection plane is moved to be placed between the focal point and the points
to be projected. This simple model allows computing the two-dimensional
coordinates in the image of the projection of a three-dimensional point in
space. We shall now elaborate on the calculation of this projection.

2.1.2

The Perspective Projection

The perspective projection approximates human visual perception and is
part of the human visual system as well as moderdh n cameras. Figure 2.1
demonstrates the projection of a point P with coordinates (xc , yc , zc ). The
distance of the image plane from the focal point is termed ”focal length” f .
Usually, it is assumed that the focal point is in the centre of the coordinate
system and the z-axis is the viewing direction of the camera to perform the
projection. Therefore, the image plane is parallel to the plane defined by
the x- and the y-axis. However, if this is not the case it can be achieved
by rotating and translating either the camera or the whole scene around the
camera. The rotation and translation needed to establish this situation are
referred to as the ”extrinsic camera parameters”.
To perform the projection we observe that xfp = xzcc holds due to the theorem
on intersecting lines. We can rewrite that term as
xp =

xc · f
zc

(2.1)

yp =

yc · f
zc

(2.2)

Similar to that we also get

Therefore, P has been mapped on a point P 0 with coordinates (xp , yp , f ).
Note that xp and yp are not yet in pixel coordinates but still in the camera
coordinate system. We will now show how to transform these coordinates
into pixel coordinates.

2.1 Projective Geometry
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Figure 2.1: Perspective projection of the point P with the coordinates (xc |zc )
on the image plane.
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Mapping to Pixel Coordinates

Since P 0 is in R3 and pixels are in R2 , we need a mapping that reduces the
dimension by one. However, because the z-coordinate of P 0 is now the focal
length f , this mapping is simply done by ignoring the z-coordinate. xp and
yp are mapped to the pixel-coordinates xi and yi by first scaling them with
scaling factors sx and sy and then adding constants tx and ty . Therefore,
we get xi = sx · xp + tx and yi = sy · yp + ty . Applying Equation 2.1 and
Equation 2.2 we get
x c · f · sx
+ u0
(2.3)
xi =
zc
and
yi =

y c · f · sy
+ v0
zc

(2.4)

Multiplying the numericals f ·sx and f ·sy returns fx and fy and Equation 2.3
and Equation 2.4 are rewritten as
xi =

xc · fx
+ u0
zc

(2.5)

yi =

yc · fy
+ v0
zc

(2.6)

and

Equation 2.5 and Equation 2.6 represent the mapping of a three-dimensional
point on the image. Note, that four parameters have to be determined to
perform this mapping. These four parameters fx , fy , tx and ty depend on
the target image size as well as on the setup of the camera and are called
the ”intrinsic camera parameter”. Once the intrinsic camera parameters are
determind, the focal length of the camera should not change to ensure a
correct perspective projection of the model, since fx and fy change with the
focal length of the camera. However, most cameras change the focal length
automatically in order to produce sharp images.

2.1.4

Calculating the Intrinsic Camera Parameters

Because the intrinsic camera parameters are so important in the context
of three-dimensional models, there are various algorithms to calculate them
from images. In general, knowledge of the real-world depicted on the image
and the corresponding projection has to be known for the calculation.

2.1 Projective Geometry
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Figure 2.2: A simple chessboard-like object to calculate the intrinsic camera
parameters is also referred to as ”calibration panel”. The crossings are easydetectable and serve as reference points in the estimation process.

The software package we use implements the algorithm published by Zhang [38]
that uses a plane object with a known structure and easy-detectable features
on it to retrieve the intrinsic camera parameters. One suitable object can be
seen in Figure 2.2.
This algorithm considers the calibration panel to be parallel to the x-axis and
the y-axis and at the position z = 0 in the camera coordinate system. Thus,
the z-coordinate of all points on the calibration panel is 0. Since the structure
of the object is known, the missing x- and y-coordinates can be calculated
easily to obtain a set of reference points in three-dimensional space. The
projections of these points in the image coordinate system can be found by
detecting them in the image. Although the extrinsic and intrinsic camera
parameters are unknown, we do know several correspondences of points in
space and their projection on the image plain. These correspondences form
a solvable system of equations with the pose of the camera and the intrinsic
camera parameters as variables.
A different approach was taken by Eisert [12]. He uses a known calibration
object and a three-dimensional, textured model of that object that can be
displayed using standard rendering techniques. Furthermore, he requires an
image of the calibration object. First, the extrinsic camera parameters are
estimated by rendering the model. Corresponding points in the rendered
image and the real image are detected assuming that the illumination of the
model point is similar in both images. Differences between the image and
the rendered model are caused by the difference between the estimated and
the real extrinsic camera parameters. Thus, the correct extrinsic camera pa-
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rameters can be gained by calculating a correction to the estimated extrinsic
camera parameters that explain these differences. To increase accuracy and
robustness the estimated pose is updated in an analysis-synthesis loop. Second, the intrinsic camera parameters are estimated by using the estimated
extrinsic camera parameters from the first step. Again, a rendered image of
the model is compared with the real image, but this time the intrinsic camera
parameters are determined. The comparison leads to a set point correspondences between the model points and the projections in the image. These
correspondences form a set of linear equations that can be solved analytically.

2.2

The Model

A model is an abstract representation of a real-world object. In computer
vision, this usually comprises the geometric shape and the appearance of
the surface. A model consists of a parameter vector p that represents its
possible configurations, such as position, pose, deformation, and texture.
Due to their various utilisations, there are different types of models, such as
two-dimensional and three-dimensional models, contour and texture models,
rigid and deformable models. A corresponding projection function maps the
model parameterization to the surface of the image. Depending on the type
of the model, this function results in a set of model points, a contour, a
textured region, etc.
This thesis considers rigid three-dimensional models that contain a six-dimensional vector p = (tx , ty , tz , α, β, γ)T to represent its pose with tx , ty
and tz describing the position in space and α, β, γ the orientation. They
consist of N three-dimensional model points computed by the function cn (p)
with 1≤n≤N . This thesis utilizes a model of a human face with N =214 points,
see Figure 2.2. The function c(p) maps the model to a set of three-dimensional
points. These points can be projected on the image plane by using projective
geometry, see Section 2.1.

2.3

Feature Extraction

The process of fitting a model to an image relies on the extraction of image
features, which can be simple pixel values as well as more complex features.
Note, that features are defined in the image coordinate system and therefore
the three-dimensional model has to be mapped on the image plane before the
feature extraction. Appropriate features correlate with the fitting result and

2.3 Feature Extraction
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Figure 2.3: Our three-dimensional face model in different poses.
are invariant to changes of side conditions that are not relevant to the fitting
task. In the case of fitting a human face model, examples of appropriate features are skin colour, lip colour, eye corners, and face centres, because they
are invariant to irrelevant side conditions such as the position of the illumination source, shadows, noise, beards of persons, ethnic group of persons,
glasses, etc.
Throughout the history of mathematics and computer vision, various image features and image transformations have been developed. There are
edge features [4, 28, 14], corner features [19], colour features [13], optical
flow [5], smoothing operators, image transformation, wavelet transformations [11], Scale Invariant Feature Transform (SIFT) [22], Local Binary Pattern (LBP) [24], and many more. Chapter 2.3.1 and Chapter 2.3.2 describe
two exemplary features that are known for their robustness and therefore
commonly used for fitting human face models.

2.3.1

Haar-Like Features

Haar-like image features indicate smooth transitions as well as abrupt transitions between differently coloured regions and have proven to be excellent
for interpreting real-world images. For instance, Viola and Jones [32] utilize them for object localisation. Furthermore, Haar-like features are quickly
computed from the image data and are robust towards noise.
Different styles of Haar-like features exist to detect different types of transition. The basic set of features as used by Lienhart et al. [21] is illustrated in
Figure 2.4. Haar-like features are specified by their particular location and
scaling.
Our novel technique for fitting models to images makes use of a previously
leaned set of Haar-like features, see Chapter 3. Their name relates to the
similarity to the basis functions of the Haar wavelet [16].

16

Fitting Three-Dimensional Models

Figure 2.4: The basic set of Haar-like image features. These features are
robust towards noise and are calculated quickly using the integral image
representation.
Haar-like features consist of black and white rectangular regions. To calculate their value the sum of the pixel intensities within the black region
is subtracted from the sum of the pixel intensities within the white region.
Therefore, Haar-like features have an extremum value, if they are located at
a transition between two regions with different colour. The features depicted
in the first row detect transitions as they appear at changes of the image
content from background to an object. The features depicted in the second
row extend the detection to sequent transitions as they might appear when
pipes in a factory or bones in a medical image are detected. The features
in the third row detect a small region that is surrounded by a larger region
coloured differently. This feature might be important for detecting small
objects in an image like buttons or screws on a production line.
Haar-like features are rapidly calculated from the integral image I of an
image I. Every pixel of the integral image I(x, y) contains the sum of intensities of all pixels in the image located above and left of I(x, y). Equation 2.7
illustrates this relationship.
I(x, y) =

X

I(x0 , y 0 )

(2.7)

x0 ≤x,y 0 ≤y

The integral image has to be computed only once from the camera image.
Afterwards, Haar-like features of any location, any scale, and any style are
calculated in constant time using a small number of basic arithmetic operations. Equation 2.8 describes how to calculate the sum of all pixel intensities
within one rectangle.
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I(x, y) = I(x2 , y2 ) − I(x1 , y2 ) − I(x2 , y1 ) + I(x1 , y1 ) (2.8)

x1 ≤x≤x2 y1 ≤y≤y2

Figure 2.5: The Haar-like feature of style 1b is able to detect horizontal transitions between differently coloured regions. They result minimum values or
maximum values at these locations, depending on the colour of the neighbouring regions. The sum of pixel values within each rectangle is computed
by considering only four values of the corresponding integral image.

2.3.2

Skin Colour and Lip Colour

Colour is a characteristic feature to recognize real-world objects. It separates
those objects from their surrounding, which model-based image interpretation methods will be applied on. In case of modelling a face, skin colour and
lip colour play an important role as they describe the location and geometric
shape of facial parts. Since a widespread set of side conditions concerning the
person and the context has to be taken into account, extracting the colour
of a face or facial parts is a very challenging task. People have different
hair colours, beards, glasses etc. Skin colour and lip colour differ by people’s
tans and their ethnic group. Furthermore, external circumstances like camera settings, illumination and shadows additionally change the appearance
of objects. All these variations and side conditions challenge algorithms for
colour classification. Wimmer et al. introduce in [34] a skin colour detector
that avoids negative effects arising from these side conditions by automatically adapting to the background and the currently visible person. A skin
colour model is created to take these specifics into consideration. Afterwards
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a dynamic skin colour classifier decides dependent on the skin colour model,
whether a pixel is skin coloured or not. This methodology is also applied to
lip colour detection.

Figure 2.6: Extracting skin colour from facial images. Comparison of traditional (middle) and adaptive approach (right).

Figure 2.6 depicts an example of extracting skin colour from facial images.
On the left the original colour image is shown. In the middle a traditional
skin colour classifier is applied. The right picture visualizes the result from
detecting skin coloured regions with the adaptive approach.

2.4

The Localisation

The localisation phase roughly estimates the model parameters because fitting algorithms usually require, or at least perform more accurately, having a
rough estimate of the model parameters available. The particular challenge of
this phase is that no information about the object and the model parameterization is available. There are significant differences in using two-dimensional
models to three-dimensional models. The position of two-dimensional models
is usually measured in pixels whereas the position of three-dimensional models is measured in any length metric like meters, inch or yard in space. Furthermore, self-occlusion is only possible in the context of three-dimensional
models. This phase benefits from an accurate detection of appropriate image
features by the preceding feature extraction phase.

2.4 The Localisation

2.4.1
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Locating Two-Dimensional Models

In the context of two-dimensional models, this step is called detection or extraction. Usually, only a fraction of the model parameters is estimated by
this phase, such as the position parameters, which are, as mentioned, usually
measured in pixels. The remaining model parameters, such as shape parameters, are set to a fixed value. Localisation algorithms for Point Distribution
Models [8] or Active Appearance Models [7], for instance, usually determine
the translation parameters tx and ty , the scaling s, and the rotation θ.
Viola and Jones [32] introduce an object detector that determines a rectangular box around the object visible in the image, by shifting a rectangular
search window all over the image. This search window has a fixed aspect
ratio but it is scaled to the reasonable sizes of the occurrence of the object.
Within this window it evaluates a small number of features at previously
learned locations. This object detector uses Haar-like features, which are
explained in Chapter 2.3.1. Note, that one image is sufficient to locate a
two-dimensional model.

2.4.2

Locating Three-Dimensional Models

In the context of three-dimensional models one image is not always enough
to perform this step, because images do not contain any depth information.
For instance, all points in three dimensional space on a line through the focal point correspond to the same projected point in the image. As in the
context of two-dimensional models, the position of the model is considered
very important and thus usually estimated by the localisation step. In addition a rough estimation of the orientation is also often calculated in this
step. But in difference to two-dimensional models, this position is determined
in three-dimensional space and the information provided by one single twodimensional image is not enough when no further information is available.
However, in practical applications further information is available. We propose to categorise three-dimensional locating algorithms by the information
that is used to solve the problem.
The first idea is to provide further information about the model that is to
be located such as the size or the knowledge about fixed relative positions of
model points. When locating three-dimensional face models, both assumptions make sense, because the size of faces can be assumed of a certain size
and faces are symmetric. If a rigid model is used, knowing the projections of
three points is sufficient to calculate the pose by solving a system of equations
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for the pose parameters [2].
[25] use an infrared illuminator to detect a persons pupils. The illuminator
produces an image in which the pupils are bright white. Then the face is
modelled as a three-dimensional ellipse with known aspect ratio and is placed
in the three-dimensional space using the known position of the pupils in the
image.
Yilmaz et al. extract the location of the eyebrows and the mouth from
an image and use them to define a T-structure [2]. To calculate the face
pose they make use of this T-structure in a generic frontal-view reference
image. First three rotation angles are calculated that rotate the T-structure
in the reference image that way that its orientation corresponds with the
T-structure in the current image. Afterwards the translation is estimated by
the displacement.
The second idea is to use multiple images. Further images can be obtained
by additional cameras or subsequent images taken by the same camera. The
human visual system for instance uses two image provided by both eyes
to estimate the distance of objects. When subsequent images are used it
is important that the view of the object changes. Otherwise no further
information is provided by these images.
[37] take this approach and use an array of micro lenses to detect the depth
of a point. They find corresponding projections of the same point through
different micro lenses. Measuring the distance of these projections in the
images allows them to calculate the depth of the point. Thus the depth
information is derived from differing views of the same scene.
[15] uses subsequent images of a video stream to calculate the pose of the
object. Several features are tracked in the images and the movement of the
features is used to gain information about the three-dimensional structure
and pose of the object. Domain-dependent constraints are used to select
relevant features that are located on the object. Furthermore, the object it
assumed to be nearly rigid between two images and knowledge about occlusion events is expected.
In general the second approach allows for a better flexibility of the model.
Since more information is extracted from the video material fewer constraints
have to be put on the model. By granting the model more flexibility the
modelled objects are allowed to look more differently.
On the other hand, gaining the additional image data is sometimes difficult.
Multiple cameras are expensive and when using subsequent images the views
of the object might not differ enough to provide the needed information.

2.5 The Objective Function
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Furthermore, the flexibility is not always needed. Assuming that faces are
symmetric, for instance, is a constraint that will hold most times.
In our proof of concept we use a single-image approach. Only the eyes are
detected in the localisation phase. Assuming a fixed distance of 6 centimetres
between the eyes allows us to calculate a rough estimation of the position
in space. The face is assumed to be frontal faced in the localisation step.
This very rough estimation is sufficient for model fitting to determine the
real pose.

2.5

The Objective Function

An objective function f (I, p) computes the fitness between an image I and
a model p and enables model-based image interpretation systems to find the
model that fits best to the image. Depending on the context, it is also known
as the likelihood, similarity, energy, cost, goodness, or quality function. The
function’s minimum or maximum represents the model parameters with the
best fitness, depending on the definition. In this thesis, the minimum represents the best fitness, so the corresponding objective function suffices the
definition of a cost function, not a similarity function.
The objective function represents a previously little attended part within the
research field of model-based image interpretation. However, it is a nontrivial
problem to find such a function that solves this challenge accurately. The
robustness of the entire model fitting process depends on the accuracy of the
objective function. Therefore, this thesis considers the objective function to
be most important and elaborates in detail on it.

2.5.1

Splitting the Objective Function into Local Parts

As in Equation 2.9, the objective function is generally subdivided into N local
components fn (I, x), one for each model point [20][30][1][23]. These local
functions compute the local fitness by considering the content of the image
in the vicinity of the perspective projection of cn (p). The advantage of
this partitioning is that designing the local functions is more straightforward
than designing the global function, because only the image content in the
vicinity of one projected model point needs to be taken into consideration.
Note, that local objective functions fn (I, x) are minimised in R3 , whereas
the global function f (I, p) is minimised in parameter space R6 . This thesis
concentrates on local objective functions fn , and simply refers to them as
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objective functions.

f (I, p) =

N
X

fn (I, cn (p))

(2.9)

n=1

In [35], we propose to search for the minimum of an objective function
along a characteristic direction that is perpendicular to the contour of a
two-dimensional model. We learn objective functions that are aware of the
image variation along this direction. However, this approach is not sufficient for three-dimensional models, because out-of-plane rotations vary the
appearance of the object substantially, whereas the characteristic direction
will not change. Therefore, we propose to define and rotate this characteristic direction according to the model itself. This will maintain the image
content around it. Furthermore, we propose to consider not only one but
L characteristic directions. This yields a specific objective function fn,l (I, x)
for each of these directions 1≤l≤L. The indicator gn (p) computes the index
of the characteristic direction that is most significant for the current pose p
of the model. Therefore, the objective function is computed as in Equation 2.10. Even if these directions are arbitrary, Section 3.3.2 explains how
the characteristic directions are determined in this thesis.
fn (I, x) = fn,g(p) (I, x)

2.5.2

(2.10)

Manually Designing the Objective Function

As in [8, 7, 10, 27, 18] objective functions are often designed manually. The
designer selects features that seem appropriate and composes them to build
the objective function. The designer’s domain-dependent knowledge influences the choice of the features as well as the composition. Therefore, there
is no certainty that the features are truly appropriate. When the designer is
confident that the objective function satisfies the required accuracy the objective function is considered appropriate, otherwise the objective function
is changed or redesigned from the scratch.
In [8] for instance, the objective function is computed from edge values of
the image. Each model point is considered to be located well if it overlaps
a strong edge of the image. A similar objective function is shown in Equation 2.11, where E(I, x0 ) denotes the magnitude of the edge at the perspective
projection x0 of x. The magnitudes are expected to range from 0 to 1.
fne (I, x) = 1 − E(I, x0 )

(2.11)
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Figure 2.7: The traditional way of designing objective functions manually,
repeated from Figure 1.2
In [29] the local objective function of a model point is calculated as the
distance to an edge detected in the image. The model pose is considered to
be estimated well, if the projection of the model edges correspond with edges
in the image. A similar approach is seen in 2.8 c).

Figure 2.8: a) Image data with model point and characteristic direction, b)
Edge magnitude, c) Distance to closest edge, d) Designed objective function fne (I, x), e) Ideal objective function, f) Training data, g) Learned objective function;
The vertical line represents the location of the ideal model point cn (p?I )
This difficulty is demonstrated with the help of an example image, depicted
in Figure 2.8. Figure 2.8 a) depicts one of the model points of the face
model as well as its projected most important characteristic direction. Figure 2.8 b) depicts the edged magnitude image generated from Figure 2.8 a).
Figure 2.8 c) depicts the objective function as suggested by [29]. Obviously
this approach determines the wrong position to be optimal here. Figure 2.8 d)
depicts the value of the local objective function of Equation 2.11 along the
chosen characteristic direction. Obviously, this function has many local minima. Furthermore, the global minimum does not correspond to the ideal
location of that model point. Because of this number of local minima, fitting algorithms have difficulty in finding the global minimum. Even if an
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algorithm finds the global minimum, it would be wrong, because it does not
correspond with the ideal position of the model point.
Nevertheless, fitting algorithms might be able to determine a moderately acceptable model fit with such a local objective function, because many of these
functions are averaged and incorrectly located model points are smoothed out
when computing the global objective function as in Equation 2.9. However,
this approach is not robust. Enabling every local objective function to determine the ideal position of the model point will greatly improve the entire
fitting process.

2.6

The Fitting Algorithm

The last component of the model fitting process is model fitting. It searches
for the optimum of the objective function starting with the initial guess
obtained from the localisation phase. The model parameters are refined to
increase the fitness between the model and the image.
When models have to be fitted to a sequence of images, fitting algorithms are
able to solve this challenge by fitting the model to each image individually.
However, the only information considered using this approach is the model
parameterisation of the last image, which serves as an initial guess for the
current image. Considering information that is specific to an entire image
sequence will greatly simplify and accelerate this task. In order to distinguish
them from fitting algorithms, we call those techniques tracking algorithms.
Similarly to Hanek et al. [18], model fitting techniques are categorised into
two groups, which we call parameter-based model fitting and projectionbased model fitting. Those two categories substantially differ in the way the
optimal model parameters are searched.

2.6.1

Parameter-Based Model Fitting

Parameter-based model fitting algorithms directly search for the model parameters that minimise the objective function. Due to high number of dimensions of the parameter space and the real values, exhaustive search is
inapplicable to this issue. Therefore, this challenge equals to the mathematical issue of function minimization, for which a vast bunch of algorithms have
been invented during the last 50 years. These algorithms are roughly dividable into two clusters. Local optimisation techniques aim at finding the local
minimum by searching the vicinity of a seed point, whereas global optimisa-
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tion techniques aim at finding the global minimum of the entire parameter
space.
The latter approaches are subdivided into deterministic and stochastic methods. Deterministic methods require a discretisation of the parameter space,
such as dynamic programming or Hough transform. The number of discretisation levels represents a trade-off between the accuracy and the computational costs. Stochastic methods touch the parameter space in a random
manner in order to find the desired model parameters. Well-known representatives are the Monte Carlo optimisation, simulated annealing, or genetic
algorithms. The former are also known as particle filters or condensation
algorithm.

2.6.2

Projection-Based Model Fitting

Projection-based model fitting conducts a three step process in order to find
the model that describes the content of the image best. First, the model is
projected from the image parameters to the three-dimensional space, which
usually results in a set of three-dimensional points. Second, it optimises the
position of each model point separately. This is done by moving it to a
position that turns out to be the best position during a local search. In this
thesis we propose to search along the most important characteristic direction.
Third, it approximates the model parameters from the projection in order to
re-establish the model’s structural conditions. These three steps are usually
executed iteratively in order to both keep the model’s structural conditions
and achieve a good fitness.

2.7

Related Work

Blanz et al. use a morphable three-dimensional model of human faces that
describes not only the pose but also the appearance of the face [3]. The
parameter vector of this model is high dimensional and contains descriptions
not only of the pose and shape but also the texture and lighting. Standard
rendering techniques are used to map the model on the image plane. The
objective function is defined as the summed error of all pixels covered by the
model and all colour channels. This function intuitively returns a global optimum when the model describes the image content best, a property that we
consider very important, see Section 3.1. However, this objective function is
not guaranteed to have a small amount or weak local optima. Furthermore,
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this objective function is defined in the high-dimensional model parameter
space, which has more than fifty dimensions. Therefore, minimizing the
function is obviously non-trivial and time-consuming. They face the problems described in Section 1.1. Their objective function is rather simple and
therefore the fitting process needs a sophisticated minimization method and
a good initialisation that is given manually to estimate the optimum. We
will further attend to the difficulty to estimate the optimum of simpler objective functions in Chapter 3. However, the high-dimensionality of the model
also holds some advantages. Impressive applications are possible by changing model parameters of a fitted model. For instance, artificial images of an
existing Minerva statue were generated that depict this statue speaking.
Drummond and Cipolla [29] track rigid object by performing a fitting step on
every image. They use a three-dimensional model of the object to determine
the pose of the object in every image. The pose of the preceding image is
taken as an initial guess. In the fitting step, the model is first projected
on the image to determine the visible edges. Then edges in the image are
searched along the perpendiculars of the projected model. The model pose
is changed that way that the distances between the projected edges and the
edges in the image are minimised. This minimization is performed by a
more efficient version of the standard least-squares algorithm, which weights
the single errors to be more robust with respect to outliers. This approach is
comparable to our approach since it also optimises an objective function along
a line that is defined by the model. However, in difference to our approach
this line is defined in two-dimensional space instead of three-dimensional
space. Changing the definition of the characteristic directions is one of the
contributions of this thesis. Furthermore, the objective function used by
Dummond and Cipolla is rather simple since it just corresponds to the edge
intensity.
Plagemann et al. use different views of a model that are generated off-line
to estimate the pose of the object during the on-line application [6]. Either
real images or rendered images are used as training data to generate a set of
model views of the object. In the beginning the set of model views is empty.
In every learning step they try to match one of the model views from the set
with the current image to generalise the matched model view. However, if
no model view is appropriate a new model view is created. The model views
describe different features, such as edges, corners and joints, their probability
of appearance and position and their distribution of the attribute values. A
probabilistic function evaluates the probability that a model parameterisation describes the image content and therefore corresponds to our objective
function.

2.7 Related Work
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During the online-phase in a localisation step the model view that best fits
the image content is estimated Then the model parameter that best fit the
model view to the image are estimated in a fitting step. This approach shows
similarities to our approach since learning methods are used to generate the
objective function from example images. However, we focus on a flexible
objective function, that is able to improve the model parameters even with
large errors and a group of similar objects, faces in this thesis, Plagemann
et al. put more focus on the localisation step to gain a better estimation of
the model pose and focus on recognising a special object. On the other hand
Plagemann et al. are able to recognize the object from any pose whereas we
require a frontal view of the face for the localisation phase.
Lepta et al. treat this issue as a classification problem [20]. In a training step
they extract features from training images of a single object. In difference to
our approach Lepta et al. do not use Haar-like features but image patches. To
generate further training data they produce artificial views of these patches
by rotating them in three-dimensional space assuming local planarity. Similar
to our approach a classificator is trained with this training data with the
classes corresponding to the patches taken from the training images. If the
classifier is shown an arbitrary image patch it is able to tell which class this
patch belongs to. A special class represents patches that do not correspond to
one of the patches from the training images. During run-time the classifier
is used determine the position of the trained patches in the image. The
positions in the image are used to calculate the objects pose.
Their subsequent work [31] integrates decision trees instead of the K-means
algorithm they were using beforehand. Although the decision trees they use
differ from those we use this is a noticeable similarity. The decision rules
in the non-terminal nodes of the trees simply compare brightness values of
pixels near the key point. Vincent et al. experienced a massive gain in
robustness and speed by changing the classificatory to decision trees. Furthermore, three-dimensional models were included to relax the local planarity
assumption. Before rotating the patch to generate artificial views the patch
is projected on the model.

Chapter 3
Learning Robust Objective
Functions for Model Fitting
Section 2.5.2 demonstrates the manual process that is traditionally used to
design objective functions manually. Since this approach has immense shortcomings in terms of robustness of the obtained objective function we will
state two properties that ideal objective functions must fulfil, see Section 3.1.
In Section 3.2 we define an ideal objective function that is the basis of our
methodology that learns robust objective functions from annotated example
images, further described in Section 3.3.

3.1

Properties of Objective Functions

To determine the best model fit by minimizing the objective function, the
objective function in Figure 2.8 e) is preferable over the one in Figure 2.8 d),
because its global minimum represents the best location of the model point,
and it contains no local minima. Note, that the best location is determined
in three-dimensional space. This chapter explicitly formalizes the intuitions
above into two properties P1 and P2. We will call an objective function ideal
once it fulfils both of them.
The mathematical formalisation of P1 uses the ideal model parameters p?I ,
which are defined to be the model parameters with the best fitness to a
specific image I. Similarly, cn (p?I ) denotes the ideal model points, which are
automatically computed from p?I . From now on, we will simplify this term
with c?n = cn (p?I ). Usually, p?I must be determined manually. Figure 2.8 a) is
an example image annotated with p?I . The benefit of ideal model parameters
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to our approach will be discussed more elaborately in Chapter 3.3.1.
P1: Correctness property: The global minimum of the objective function
corresponds to the best model fit.
∀x(c?n 6= x)

⇒

fn (I, c?n ) < fn (I, x)

P2: Uni-modality property: The objective function has no local extrema or
saddle points.
∃m∀x (m 6= x) ⇒ fn (I, m) < fn (I, x) ∧ ∇fn (I, x) 6= 0

Property P1 relates to the correctness of the objective function. Since fitting
algorithms search for the global minimum, it ensures that this global minimum corresponds to the best fitness of the model. Although it might seem
obvious that this is a desirable property for objective functions, designing
them by intuition does not always guarantee that this is the case.
Property P2 guarantees that any minimum that is found is the global minimum. This facilitates search, because fitting algorithms can not get stuck in
local minima. Local optimisation strategies, which are easier to design than
global ones, then suffice to find the global minimum. The mathematical formalisation states that all points in space that are not the global minimum
are not allowed to have a zero gradient, and are therefore no minima. Note
that the global minimum m does not need to correspond with the best fit;
this is only required by the independent property P1.

Figure 3.1: These four graphs display typical example functions that do or
do not have properties P1 and P2 influence the behaviour of an objective
function. The dashed line indicates the ideal position of the model point. If
both P1 and P2 hold, the objective function is considered to be ideal.
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Figure 3.1 depicts four graphs that show examples of functions that exhibit
typical differences between functions with and without these properties. The
dashed line represents the parameters that correspond to the best model fit.
Objective functions with both properties guarantee that local optimisation
strategies will find the global minimum and this minimum also corresponds
to the best model fit. When designing objective functions, designers will
implicitly attempt to construct such objective functions, because they anticipate that a fitting algorithm will need to determine its minimum quickly
and correctly, without getting stuck in local minima. P1 and P2 make these
intuitions explicit, and allow the formal specification of concrete ideal objective functions. These properties serve as a baseline for evaluating objective
functions. In Chapter 3.3, we will use them to learn robust objective functions.

3.2

The Ideal Objective Function

After having defined properties that ideal objective function must fulfil, this
chapter introduces a concrete instance of such a function, which we will
call fn? (I, x). It is defined in Equation 3.1.It computes the distance between
the model point cn (p?I ) given the ideal parameters p?I and a point x located
in three-dimensional space.
fn? (I, x) = |x − cn (p?I )|

(3.1)

A significant feature of fn? is that it uses the ideal parameter vector p?I to
compute its value. In general, knowledge of p?I is essential to ensure P1, which
requires p?I to be the global minimum of fn? . Unfortunately, this implies
that fn? cannot be applied to previously unseen images, because p?I is not
known for these images. In practice, fn? is therefore useless for model fitting
applications. However, in the next chapter it will be used to generate training
data, from which an objective function is learned. This objective function
then approximates fn? (I, x).
Note that local objective functions are defined in three-dimensional space,
and take a three-dimensional point instead of a parameter vector as arguments. Both properties refer to and define idealness only for local objective
functions. As the mapping from model point space to parameter space is
non-linear, it cannot be guaranteed that a global objective function composed only of ideal local objective function is ideal itself. This is not a consequence of our methodology but of the general approach using local objective
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functions. Nevertheless, our evaluation shows that the idealness of the global
objective function is similar to the ones of the local objective functions, see
Chapter 4.4 and Figure 4.5.

3.3

The Proposed Methodology in Five Steps

Because of widespread image variations, ideal objective functions cannot be
designed for real-world scenarios. This chapter explains how to learn robust objective functions that approximate the ideal objective function fn? ,
stated in Chapter 3.2. The key idea behind the approach is that fn? has the
properties P1 and P2, and it will be the basis for learning another objective
`
(I, x). Therefore this learned function will also approximately
function fn,l
fulfil these properties. Since it is “approximately ideal”, we will refer to it
as a robust objective function. This chapter describes the five steps of our
methodology, repeatedly illustrated in Figure 3.2. The numbers in this figure
correspond to the subsections in this chapter.

Figure 3.2: Procedure for the learn approach. Repeated from Figure 1.2.

3.3.1

Annotating Images with Ideal Model Parameters

The basis of the learning process is database of images Ik with 1 ≤ k ≤ K
with manually annotated ideal model parameters p?Ik 1 . The ideal objective
function fn? is computed from them as in Equation 3.1, which in term computes the training data in a later step. This annotation is the only laborious
step in the entire procedure of the proposed approach. An experienced human needs about three minutes to determine the ideal parameters of our face
model for one image. Figure 3.3 shows three images of the database that are
annotated with the ideal model parameters of our face model.
1

Because many indices and symbols are needed to explain our approach, we have added
a Glossary of Terms to the appendix for clarity.
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Figure 3.3: Manually specifying the parameters of our three-dimensional face
model.

3.3.2

Generating Further Image Annotations

Because x is set to cn (p?I ), the ideal objective function returns the minimum fn? (I, x)=0 for all manual image annotations x=cn (p?Ik ). Therefore,
these annotations are not sufficient to learn the characteristics of fn? and we
will acquire image annotations x6=cn (p?Ik ), for which fn? (I, x)6=0. In general,
any position in space may represent one of these annotations. However, it
is more practicable to restrict this displacement in terms of distance and
direction, see Figure 3.4. The maximum displacement ∆ is termed learning
radius.
As mentioned in Section 2.5, we restrict this displacement to be on L characteristic directions. In this thesis, we use a number of L=3 characteristic
directions, because the model points of our model vary within the threedimensional space.
The first characteristic direction is chosen to be tangent on the model’s surface. It is estimated with the help of the nearest model point. The second
characteristic direction is perpendicular to the first characteristic direction
and minimises the distance to the centre of gravity of the model. The third
characteristic direction is obtained from the cross product.
However, only one of these characteristic directions is selected by gn (p) to
ensure that the sampled features are expressive, see Section 2.5. Note, that,
in the worst case, a characteristic direction is reduced to a single point when
projected on the image and therefore all features are extracted from the image
at the same position . Feature sampled along this characteristic direction do
not describe the image content well. To avoid that the sampled feature values
loose expressiveness due to their determined positions in the image being to
close together, we propose to use only the characteristic direction which is
most aware of the image content.
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We determine the most important characteristic direction by its angle to the
normal on the picture plane. The characteristic direction with the largest
angle to the normal of the image plane is chosen to be the most important one
and thus selected by gn (p). That direction is easily estimated, because it is
also the longest when projected in the image plane. Taking those relocations
facilitates the later learning step and improves the accuracy of the resulting
calculation rules.

Figure 3.4: Further annotations are generated on the most important characteristic direction. This direction is coloured white here. The directions
illustrated in black are not used.

Figure 3.4 illustrates this step further. The centre row depicts the manually
annotated images, for which fn? (I, xn,0,l ) = fn? (I, cn (p?Ik )) = 0. The other
rows depict the displacements xn,d6=0,l from this ideal model point. As defined
by P1, fn? (I, xn,d6=0,l ) > 0 for these rows.
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Generating Training Data

`
(I, x) that
With the help of the training data, we now learn the functions fn,l
approximate fn? (I, x). Note, that we are not simply relearning the already
`
known function fn? in Equation 3.1. The difference is that fn,l
does not require
?
knowledge of pI , and can therefore be applied to previously unseen images.

The result of the manual annotation step (Section 3.3.1) and the automated
annotation step (Section 3.3.2) is a list of correspondences between positions
in space and the corresponding value of fn? . Since K images, N model points,
and 2D + 1 displacements are landmarked these correspondences amount
to K·N ·(2D+1). From every image for every model point a line with Equation 3.2 illustrates the list of these correspondences.

[
Ik ,
xk,n,d,l ,
fn? (Ik , xk,n,d,l ) ]
[ h1 (Ik , xk,n,d,l ), . . . , hA (Ik , xk,n,d,l ), fn? (Ik , xk,n,d,l ) ]

(3.2)
(3.3)

with 1≤k≤K, 1≤n≤N,l=g(pI ), −D≤d≤D
k

Applying the list of manually selected features to the list of correspondences
yields the list of training data in Equation 3.4. This step simplifies matters
greatly. Since each feature returns a single value, we hereby reduce the
problem of mapping the vast amount of image data and the related pixel
locations to the corresponding target value, to mapping a list of feature
values to the target value. Note that the size of the training data amounts
to K(2D + 1) records for each of the N model points.

3.3.4

Specifying Image Features

`
from an image Ik
Our approach learns the calculation rules of a mapping fn,l
and an annotation xk,n,d,l to the value that is computed by fn? (Ik , xk,n,d,l ).
`
Because fn,l
has no knowledge of p?I , it must compute its value from the
content of the image. Instead of learning a direct mapping from the pixel
values of I to fn? (I, x), we use a feature-extracting method [17]. Our idea is to
provide a multitude of image features, and let the training algorithm choose
which of them are relevant to the computation rules of the objective function
and which are not. Each feature ha (I, x) with 1≤a≤A is calculated from an
image I and a particular location x and delivers a scalar value. The approach
presented in this thesis relies on Haar-like features. Note that x is not the
position in I but in three-dimensional space. However, the corresponding
position in I can be obtained by applying a perspective projection which is
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also performed by ha in this thesis. We will denote the perspective projection
of x as x0 in the remainder of this section.

[h1 (Ik , xk,n,d,l ), . . . , hA (Ik , xk,n,d,l ), fn? (Ik , xk,n,d,l )]
with 1≤k≤K,1≤n≤N,−D≤d≤D,l=g(pI )
k

(3.4)

In this thesis, we rely on Haar-like features, which are further explained in
Section 2.3.1.

Figure 3.5: The set of image features provided for learning objective functions. The total number of features is 6 · 3 · 5 · 5 = 450.
These features are not only computed for the position x0 itself, but also for
several other positions located on a grid in the vicinity of x0 , as shown in
Figure 3.5 and Figure 3.6. Different positions in the vicinity x0 could also be
used, such as on a line, perpendicular to the model contour, or on concentric
circles. This variety of styles, sizes, and locations of image features enables
the learned objective function to exploit the texture of the image at the
model’s model point and in its surrounding area.

Figure 3.6: In this thesis, image features are located on a grid in the vicinity
of the model points. When a model point is relocated, the image features on
the grid moves along with it, and the values of the images features change.
Two image features a ∈ {202, 354} are visualized exemplary for the model
point n = 41.
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When moving the model point, the image features move along with it, leading
their values to change, as can be seen in Figure 3.6. Contrary to edgebased and region-based features, Haar-like features cope with noisy image
data. They even allow for evaluating model points that are located at nondistinctive borders, e.g. next to the chin.
Figure 3.5 lists the styles and sizes of each Haar-like feature used in this
thesis. Furthermore, these features are not only computed at the location
of the model point itself, but also at positions located on a grid within its
vicinity, as shown in Figure 3.5 and Figure 3.6. This variety of styles, sizes,
and locations delivers a set of A=450 different image features as we use
it in our experiments in Section 4. This multitude of features enables the
learned objective function to exploit the texture of the image at the model
point and in its surrounding area. When moving the model point, the image
features move along with it, leading their values to change, as can be seen in
Figure 3.6.

3.3.5

Learning the Calculation Rules

`
(I, x) maps the values of the image features
The local objective function fn,l
?
to the value of fn (I, x). This mapping is learned from the comprehensive
training data by training a model tree [26, 36]. Equation 3.5 visualizes the
`
relationship between the objective function fn,l
and the calculation rules of
th
the model tree Tn,l for the l characteristic direction of the nth model point.

`
fn,l
(I, x) = Tn ({h1 (I, x), . . . , hM (I, x)})

(3.5)

Model trees are a generalization of decision trees. Whereas decision trees have
nominal values at their leaf nodes, model trees have line segments, allowing
them to also map features to a continuous value, such as the value returned
by the ideal objective function. They are learned by recursively partitioning
the feature space. A linear function is fitted to the training data in each
partition using linear regression. Figure 3.7 shows a two-dimensional plot
of the training data generated by the previous chapter with the use of fn? .
`
It also illustrates a plot of an objective function fn,l
that has been learned
for the model point n from all images and all displacements and all image
features.
One of the advantages of model trees is that they tend to use only features that are relevant to predict the target values. This becomes apparent
when inspecting the automatically generated model trees. They use just
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Figure 3.7: Training data and the function learned by the model tree algorithm. This function is piecewise linear and thus depends highly non-linearly
on the provided image features.
a small number of Haar-like features from the provided set of A features.
As expected, the local objective functions for the different model points use
different subsets of Haar-like features.
Some clarifying hypothetical cases are depicted in Equation 3.6. Currently
we are providing 450 image features, as are illustrated in Figure 3.5. The
model tree selects around 20 of them for learning the calculation rules. We
will evaluate in more detail, which kinds of features are used at which model
point in Chapter 4.3.
`
f13,0
(I, x) := T13,0 ({h11 (I, x), h19 (I, x), h21 (I, x), . . . })
`
f80,1
(I, x) := T80,1 ({h5 (I, x), h8 (I, x), h32 (I, x), . . . })
`
f95,2
(I, x)

(3.6)

:= T95,2 ({h8 (I, x), h12 (I, x), h21 (I, x), . . . })

We obtain this function by training a model tree [26, 36] with the compre`
hensive training data from Equation 3.4. The N · L objective functions fn,l
have to be learned separately. However, only those lines of Equation 3.4 are
`
necessary to generate one objective function where n and l of the function fn,l
that is learned and xk,n,d,l match.
However, generating a model tree requires considering its accuracy towards
the generality of the training data. This issue is referred to with overfitting.
The size of the model tree directly relates to this issue and it is controllable
by a parameter that specifies the minimum size of a partition of the training
data. Four our evaluation in Chapter 4 we determine this parameter to be
10% of the size of the training data K(2D + 1).
In our methodology, machine learning determines the calculation rules of the
learned objective function. Any machine learning algorithm that delivers real
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values is appropriate, such as neural networks, relevance vector machines, etc.
Our proof of concept implements the model tree algorithm M5’ [33]. This
algorithm recursively splits the feature space into subsets. This procedure
assembles a tree, where the leaves contain disjunctive subsets of the training
data. The standard deviation of the target values of the leaf’s subset is denoted by sd and represents the training error at that leaf. Splitting a set into
two subsets makes the according leaf an internal node and parent node of
two new leaf nodes. As intended, the error of those leaves is lower than the
original error. One value of one feature within feature space represents the
split point that divides a set into two subsets. The criterion for further splitting a node is the standard deviation reduction (SDR) that will be gained,
see Equation 3.7.
SDR = sd(T ) −

|T2 |
|T1 |
sd(T1 ) −
sd(T2 )
|T |
|T |

(3.7)

where T is the set of instances in the node to split and T1 and T2 are the
resulting subsets.

Chapter 4
Experimental Evaluation
We will now evaluate the performance of the fitting process using learned
objective functions by fitting our three-dimensional face model to previously
unseen images. Since our model has to be projected on the image plain, the
knowledge of the intrinsic camera parameters is needed for every image, see
Section 2.1.3. If test images are extracted from the internet or TV, they differ
greatly with respect to size, aspect ratio and the focal length that was used
when the images were taken. The intrinsic camera parameters are unknown
and therefore those images are not appropriate for the evaluation.
To ensure knowledge of the intrinsic camera parameters we take the pictures
ourselves. About 900 images of about 200 persons are taken with the same
focal length but changing illumination and pose. About one third of the
images is rejected manually due to overexposure, underexposure, the size of
the face in the image and other aspect. The remaining images are annotated
with the ideal model parameters and split further into two third training and
one third testing data. Figure 4.1 shows all images taken from one example
person.

Figure 4.1: Several images are taken from every person from different viewing
directions. In this case, two of them are annotated with the ideal model parameters to serve as training or testing data. The images that were annotated
in this example are marked with a surrounding box.
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4.1

Experimental Evaluation

Context of a Fitting Application

To fit the entire model, first each model point is inspected separately and
afterwards the pose of the whole model is estimated. Therefore, we perform
projection-based model fitting, see Section 2.6.2. The most important characteristic direction is estimated from the model’s pose for every model point,
see Section 3.3.2. Search is conducted along this characteristic direction to
determined the optimum and therefore obtain a new position for every point
of the model in three-dimensional space. The pose of the model is then iteratively approximated using a steepest gradient decent method to minimise the
sum of squared distances between the current model points and the estimated
new model points.
To examine the behaviour of a fitting algorithm equipped with a learned
objective function we place the model at equally distributed locations around
the ideal pose and perform one fitting step. However, the depth information
of the model is not altered. Therefore, all displacements are located in a
plane parallel to the image plane. After performing the fitting step, we
measure the distance between the fitted model and the ideal model. Because
the parameter of our face model represent only the pose, we will refer to
the ideal model parameters as the ideal pose since they mean the same in
this context. However, measuring distances is more intuitive with poses than
with parameterisations.

4.2

Alternative Approach

We compare this result with an alternative approach that derives statistics
on the feature values. The features are expected to be distributed gaussian in
the A-dimensional feature space. This distribution is described by its mean
vector µ and the covariance matrix S. Since the density of the features values
is highest at µ the model is considered to be well fit if the observed features
are near µ. Therefore, the objective function is calculated as the distance of
the observed features h to the mean µ.
However, to take into consideration that the variances and therefore weight
the different features in the feature vector, the Mahalanobis Distance is used
rather than the Euclidean distance. The covariance matrix S and the mean
vector µ of feature values is extracted from annotated example images. The
Mahalanobis Distance of the observed feature vector h to the mean µ is
calculated as in Equation 4.1.

4.3 Inspection of the Local Objective Functions

fnm = (h − µ)T · S −1 · (h − µ)

4.3

41

(4.1)

Inspection of the Local Objective Functions

Figure 4.2: Two points are chosen to inspect the selected features.
First, we will evaluate the generated calculation rules of the local objective
functions. We expect the model tree to choose only relevant features and
verify this by inspecting two model points at significant locations, as shown
in Figure 4.2. The objective function corresponding to Point A and the
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characteristic direction shown in Figure 4.2 chooses the Haar-like feature that
detects horizontal transitions to be important, as seen in Figure 4.3. This is
intuitively correct, because the black side is usually located on the eyebrow
which is darker than the surrounding face. The second feature emphasized
by this objective function separates the black and white coloured region by a
diagonal line. This is also intuitive because some people’s eyebrows are more
diagonal than horizontal or a non-frontal view make the eyebrow appear
diagonal.

Figure 4.3: Point A selects Haar-like features with horizontal and vertical
lines to be most important.
The objective function that corresponds to Point B chooses the Haar-like
feature with the vertical line to be most important, see Figure 4.4. This is
intuitive, because two surfaces with very different orientations meet here, the
cheek and the alar wing of the nose. Due to the difference in orientation one
of the faces is usually illuminated stronger than the other and a difference in
the brightness values appears in the image.

4.4

Inspection of the Global Objective Functions

To inspect the behaviour of the global objective function we evaluate it at
positions around the ideal pose. Therefore, the model is moved to different
positions on a plane parallel to the x- and y-axis and the global objective
function is evaluated for this pose and an example image, see Section 2.5.

4.4 Inspection of the Global Objective Functions
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Figure 4.4: Point B selects the Haar-like feature with the vertical line to be
most important.
As can be seen in Figure 4.5, the learned objective function has a strong
global minimum at the ideal pose and a strong increase to all directions.
This results from the fact that the learned objective function approximates
the ideal objective function that was used during the learning stage.

Figure 4.5: The left side depicts result of the evaluation of our learned objective function, the right side depicts the result of the evaluation of an objective
function using the Mahalanobis Distance. Both algorithms are provided the
same number of features.
We compare this result with the approach described in 4.2. Figure 4.5 demonstrates, that the objective function obtained with this approach has many
local minima, the global minimum is not very strong and not at the ideal
pose.
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4.5

Experimental Evaluation

Influence of the Learning Radius on the
Model Fitting

The learning radius ∆ heavily influences the characteristics of the objective
function. Note, that ∆ is used during the learning process when generating
image annotations, see Section 3.3.2, as well as in the fitting process to
determine the search range on one characteristic direction, see Section 4.1.
A large ∆ is able to handle large initial errors in translation and rotation but
the obtained fitting result gets less accurate whereas a small ∆ works more
accurately but requires a better initial pose estimation.

4.5.1

Determining the Average Error

To prove this observation, we inspect the fitting results of two objective functions learned with different ∆ with respect to the applied initial error, see
Figure 4.6. We use a fitting algorithm F1 equipped with an objective function that was learned with a learning radius ∆1 and a fitting algorithm F2
equipped with an objective function that was generated with a learning radius ∆2 . We choose ∆2 = 3 · ∆1 . The average of the results is determined
after the fitting is performed on all testing images. In the reminder F1 will
correspond to graph b) and F2 will correspond to graph c) in the figures.
When inspecting the region where the applied error is between −1.2 and 1.2
centimetre, F1 results in better accuracy. Since the same amount of displacements were generated for both objective functions during the learning
process, the distances between the training displacements are smaller for ∆1
than for ∆2 , which results in a better knowledge of local image properties
and therefore in a higher local accuracy.
Note, that model fitting using the objective function F1 , which corresponds
to the graph b) in Figure 4.6, is not able to improve the model pose, if the
initial error is too large. This occurs, if the model displacement is larger
than ∆1 . Since the training data used to generate the objective function did
not contain annotations with a displacement larger than ∆1 the objective
function is confronted with an unknown image content and the result is
unpredictable. Therefore, the fitting process does not yield any improvement.
Furthermore, near the ideal pose, below 0.3 centimetre for F2 and 0.2 centimetre for for F1 the fitting process worsens the model parameters instead of
improving them. This happens, because the objective function usually does
not fully implement the properties of ideal objective functions and therefore

4.5 Influence of the Learning Radius on the Model Fitting
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Figure 4.6: This figure illustrates the influence of the learning radius on the
fitting performance. A large learning radius is able to compensate larger
initial errors whereas a small learning radius results in a better accuracy.
the optimum is slightly aside the ideal pose. This effect is stronger with
increasing ∆, since the accuracy of objective functions with larger ∆ is worse
than of objective functions with smaller ∆ near the ideal pose, as mentioned
above.

4.5.2

Evaluation With Histograms

Figure 4.6 suggests that all models that are initially located at the same
distance from the ideal pose also have the same distance after the fitting, but
this is not true. The fitting of a model performs better in some images than
in others due to several reasons, such as illumination, view of the face and
face proportion. Therefore, a model is moved differently in different images
and the quality of the model fitting depends not only on the distance to the
ideal pose but also on the image. This fact is not taken into consideration in
Figure 4.6.
To avoid this misinterpretation we choose a different representation to examine the fitting results. We display the fraction of models that have at most
a certain distance to the ideal pose. Every point of the graph represents the
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share s of models that are located at most at a distance d. Therefore, s is
a scalar between 0 and 1 and d is measured in any length measure, such
as centimetre, yard or inch. Since the distances of the models are equally
distributed at the beginning of the experiment they are represented by a
straight line. Figure 4.7 demonstrates the effects of fitting models with objective functions that have different ∆ on the distance distribution.

Figure 4.7: This figure illustrates the influence of the learning radius on the
fitting performance. To avoid the misinterpretation that the quality of the
fitting depends only on the distance to the ideal pose and the learning radius,
we choose a different representation.
When F1 is chosen, models that are located less than 1.0 centimetre from
the ideal pose after the fitting were moved nearer to the ideal pose than
when F2 is chosen. Therefore, the fraction of models with a small distance
to the ideal pose is higher when using F1 and thus graph b) is above graph
c) in Figure 4.7. However, when a larger initial error is applied F1 does
not improve the pose as much any longer resulting in a loss of the graph’s
increase.

4.6 Iterative Execution
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In return F2 handles much larger initial errors and therefore, graph c) has a
longer area of increase and eventually the graphs cross. Above 1.0 centimetres, F2 performs better than F1 since c) is located above b).

4.6

Iterative Execution

Figure 4.7 illustrates that applying model fitting with a learned objective
function in general returns a model with a pose more appropriate for the
image content than before. Therefore, iteratively applying model fitting with
the same objective function to this model will bring further improvements.
Figure 4.8 demonstrates this fact, since every step moves the models further
to the ideal pose, if the initial error applied is less than 2.4 centimetres.
Therefore the fraction of models located in this area get higher with every
iteration and the corresponding graph’s increase is stronger.
However, models that are located more than 2.4 centimetres away seem to be
moved away from the ideal pose instead of towards it. This occurs, because
these models’ distances to the ideal pose are larger than the learning radius
length. The result of the objective function is unpredictable and the model
pose is also changed in an unpredictable way, see Section 4.5. Since the model
pose change is unpredictable some models are moved away from the ideal pose
instead of being moved towards it. Note, that the largest possible movement
of the models is the size of the learning radius ∆, because model fitting does
not search for the minimum of the objective function at distances more than
that. However, with every iteration, the minimum of the objective function
is searched for anew around the new pose and the models may be moved
farer away. Therefore, with every iteration the models that were initially
located more distant to the ideal pose than the learning radius length are
spread further, resulting in some of them being moved even farer away from
the ideal pose. Therefore, the fraction of models located at a single distance
farer away from the ideal pose than the learning radius length decreases with
every iteration.

4.7

Combination of Different Learning Radii

Inspecting Figure 4.8 show that the distance between the graphs gets less
with every iteration which illustrates that the models are moved less in every
iteration. This indicates that the objective function will not improve the
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Figure 4.8: This figure illustrates the iterative execution of a fitting algorithm
equipped with a learned objective function. If the distance to the ideal
pose is smaller than the learning radius the models’ poses are improved with
every iteration. If the distance is too large, the result of the fitting step is
unpredictable and the models are spread further with every iteration.
model pose more than to certain accuracy. This accuracy bound depends on
the learning radius of the objective function and results from the fact that
the learning radius influences the objective function’s performance when used
to fit models located near the ideal pose, see Section 4.5.
As seen in Section 4.5 we are facing a trade-off between accuracy of the
fitting and tolerance to applied errors. A larger learning radius enables the
objective function to handle larger initial errors but reduces the accuracy of
the fitting when the objective function is applied once or iteratively. On the
other hand, a small learning radius improves the accuracy of the fitting but
reduces the tolerance to errors.
However, by sequentially applying objective functions with decreasing learning radii, we gain the strength of both objective functions. After the objec-
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tive function F2 is applied until the accuracy bound is reached the models
are fitted well enough for F1 to further increase the quality of the fitting.
Therefore, models that were located near the ideal pose in the beginning are
not or only slightly changed by F2 but improved by F1 until the accuracy
bound is reached. On the other hand, models that are located distant from
the ideal pose are moved to the accuracy bound by F2 and further increased
by F1 . The results of the sequential approach in Figure 4.9 show the accuracy
of F1 and the tolerance to errors of F2 .
Note, that above 2.4 centimetre the sequential approach is slightly beyond
the iteration of F2 . This results from the fact that some models are located
at distances around ∆2 . These models are not moved far enough to enable F1
to handle them properly. Therefore, the effect described in Section 4.6 causes
some of these models to be moved away from the ideal pose by F1 . Since
this error is produced by F1 it is not observable in the results of the iteration
of F2 .

4.8

Timing Characteristics

To evaluate the timing characteristics of our approach we inspect the number
of operations with respect to the number of features provided. Therefore, we
provide any number A, 1 ≤ A ≤ 126 of features to the objective function
and measure the time required by the model fitting. We inspect the number of atomic operations that are performed when the objective function is
executed. We consider basic arithmetic operations to be atomic as well as
comparisons. Furthermore, we measure the time requirement in milliseconds
when the objective function is executed on a computer.
The model tree generated by the learning algorithm selects the most important features provided, see Section 3.3.5. Therefore, usually only a small
number of features M  A is selected to build the model tree. The tree
consists of comparisons in the non-leaf nodes and of linear calculation rules
in the leafs. Therefore, the overall number of operations to evaluate the
objective function is composed of the number of operations to traverse the
tree and the number of features in the linear calculation rules. When all M
selected features are integrated in the tree nodes as well as in the calculation
rules we estimate the number of overall operations by O(2M ).
Since M can not be derived analytically we determine this number experimentally. We provide the learning algorithm with an increasing number
of features and inspect the generated trees for the number of operations
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Figure 4.9: By combining fitting algorithms using objective functions with
different learning radius we obtain result that show the strengths of both
objective functions. The sequential approach shows the tolerance to errors
of F2 and the accuracy of F1

performed when the objective function is evaluated. Figure 4.10 shows the
number of selected features with respect to the number of features provided.
When the number of features provided to the learning algorithm is small all
of them are used. However, as the number of provided features is increased
the algorithm rejects less relevant features. The more features are provided
the larger the fraction of rejected features gets and the number of selected
features converges to a fixed number.
We compare our approach with a usual approach that uses the Mahalanobis
Distance already described above in Section 4.2 to compute the objective
function. Evaluating one of the difference of the vectors in brackets takes A
atomic operations. Multiplying a vector with a matrix takes A2 operations.
Multiplying the resulting vectors takes another A operations. Therefore,
evaluating the whole term takes A2 + 3 · A operations.

4.8 Timing Characteristics
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Figure 4.10: This figure illustrates the influence of the number of features
provided on the operations performed during the execution of the model tree.
With increasing number of provided features the fraction of rejected features
grows and therefore the number of selected features increases slowly.
To compare both approaches the accuracy of the fitting process has also to
be taken into consideration. If one algorithm is significantly faster but the
fitting is significantly worse it is impossible to objectively compare them.
Therefore, we measure the accuracy in addition to the execution times in
a similar way as in Section 4.5. Each of the both objective functions is
attached to a fitting algorithm. The fitting algorithms are applied on a set
of models with applied initial errors. However, the sets contain models with
equal parameterisations and ideal poses, therefore, both objective functions
are confronted with the same situation. To compare the objective function
we measure the distances to the ideal pose afterwards.
When 14 features are provided the learned objective function achieves an
accuracy about 25% better than the approach using the Mahalanobis Distance. Measuring the execution time of the objective function returns 0.042
milliseconds for the calculation of the Mahalanobis Distance and 0.008 milliseconds for evaluating the model tree. Figure 4.10 shows that the estimated
time of the learned objective function increases slowly when more features
are provided because most features are rejected and only the important features are considered. The approach using the Mahalanobis Distance is not
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able to reject features and has to take all provided features into consideration
causing the required time to increase much faster than the required time for
the model tree, as can be seen in Figure 4.11.

Figure 4.11: This figure illustrates the influence of the number of features
provided on the operations performed during the execution of the evaluation of the Mahalanobis Distance. Since this approach is not able to reject
features, the required time increases fast.
For further inspection of the time requirement both algorithms are provide
the doubled number of features. Again, the model tree shows an accuracy
that is about 25% higher than the accuracy of the approach using the Mahalanobis Distance. Measuring the time returns an execution time of 0.102 milliseconds for the Mahalanobis Distance and 0.011 milliseconds for the model
tree.

Chapter 5
Discussion
As demonstrated with the empirical evaluation, the proposed methodology
yields accurate and robust objective functions for fitting three-dimensional
models. Even on previously unseen images and with initial errors of up to 5
centimetres a fitting algorithm equipped with a learned objective function is
able to improve the model pose. Some of the reasons for this follow directly
from our approach:
Automatic feature selection. Model trees are able to consider the importance of hundreds of features whereas humans are only able to reason about
a very limited amount of features. The selection of features is based on objective information theoretic measures instead of relying on human intuition.
In Section 4.8, the model tree selects about 14 of the 126 presented features
in just a few seconds. A human has significant problems determining the
most important features since not only the feature style but also the size
and the displacement has to be considered. Especially the second and third
decision are rather non-intuitive and therefore difficult to estimate.
Locally customized calculation rules. Different local objective func`
tions fn,l
(I, x) use different calculation rules and different features because
a separate model tree is learned for each model point and each characteristic direction. Therefore, the calculation rules and the features used are
customized to be most suitable for the model point and characteristic direction. When designing objective functions customizing the calculation rules
for each local objective function would also be possible, but this is usually
not exploited, because it is too laborious and time-consuming.
Generalization from many images. The calculation rules are trained
with a large data set of more than 500 annotated images and the generated
objective function is tested on previously unseen images. Again, it cannot
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be expected that humans inspect the same amount of images as used for
learning, especially since each small change in the objective function entails
a re-inspection of all images. The large amount of training images keeps the
model trees from overfitting features that might be predominant if only a
small subset of images was used.
Definition of feature positions in three-dimensional space. The learning process and the calculation of the objective function have been extended
to be especially appropriate for three-dimensional models. The features are
located in three-dimensional space instead of pixel space. Therefore, the
objective function is also evaluated for positions in three-dimensional space.
Furthermore, to ensure that the projected characteristic direction is well
aware of the image content, several characteristic directions are used and the
most important one is selected for the model fitting process as well as for the
learning process. Therefore, the feature values depend on the true pose of
the model instead of the projection in the image that is reduced in dimension
and therefore contains less information.
However, there are cases in which model fitting with learned objective functions fails to match the face model to the image appropriately. Some of the
reasons for these failures are:
Initial model distance beyond learning radius. When the model’s
distance to the ideal pose is larger than the learning radius the feature values
extracted from the image do not correspond to any situation reflected by
the training data. Therefore, the result value of the objective function is
undefined. As a direct consequence of our approach the objective function
is only capable of computing an accurate value for locations that are in a
certain vicinity of the correct model point. As Figure 4.8 illustrates, this
failure does not appear suddenly but there is a smooth transition between
the area of accurate results and the area of failure results.
Test image not represented in training images. If certain image characteristics are not represented in the training images, the model fitting process
fails or performs rather poorly. For instance, bearded persons are not fit
correctly if there is no image of a bearded person in the training database.
Note that in this case, the objective function is not aware of the content of
the image and therefore, the calculation rules yield arbitrary values. In our
case, in-plane rotations of the face must not be too high. These variations are
not represented in the image database and therefore our objective function
is not aware of the content of the images.

Chapter 6
Summary And Outlook
In this thesis, we presented a methodology to generate objective function for
fitting three-dimensional models. We presented the traditional approach to
design objective function for both, two- and three-dimensional models. We
showed that this approach has immense shortcomings with respect to the
time required to obtain an objective function and the accuracy of the gained
objective function. These shortcomings are even more important when objective functions for three-dimensional models are designed.
Therefore, we proposed to learn the objective function from annotated images
instead of designing it manually. This approach solves the problems related
to the design approach. The selection of image features and the mathematical
composition that builds the objective function are automated. Therefore, a
much larger number of features can be taken into consideration, since humans
are only able to overview a very small number of features. Furthermore,
the composition is based on objective, mathematical calculations instead of
human intuition, removing a source of error. In addition our approach does
not contain any loops causing the process to be less time requiring.
We demonstrated an already existent methodology that performs the learning
process for two-dimensional models and showed the extends that have to
be considered to apply this methodology to three-dimensional models. The
most important extent was to relate the extraction of image features to the
model pose instead to the projection of the model in the image. Therefore,
the feature positions are determined in three-dimensional space instead of
pixel space. Furthermore, the positions of the model points suggested by the
objective function are also determined in three-dimensional space.
To evaluate the generated objective functions we inspected the influence of
the learning radius on the behaviour of the objective function. We showed,
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that this parameter has heavy influence on the strengths and weakness of
the objective function and therefore on the result of the fitting process. A
large learning radius causes the objective function to be more tolerant to
errors but the result of the fitting process is less accurate whereas objective
functions with a small learning radius achieve a better accuracy but are less
tolerant.
However, we showed that by combining objective functions with different
learning radii the strength of both parameterisations is gained.
We were using a rigid model so far. Since faces differ in proportions and
shape future research will evaluate the applicability of our concept of learning
objective functions on deformable models. This will make it possible to aim
applications where not only the pose of the face but also the deformation is
needed, such as facial expression recognition.
Furthermore, the number of features provided to learn the objective function
is bound by the software we are using to build the model tree. Ongoing
research eliminates the intermediate step of saving the extracted feature values to a file before building the model tree by calculating the feature values
during the learning face. Thereto, the feature values are directly calculated
from the images when the algorithm that builds the model tree needs them,
allowing us, to consider much more features.
Although the feature position is defined in three-dimensional space, the feature itself is defined in pixel space. Future work will define features in threedimensional space and rely on Haar-like features. Therefore, both regions of
the feature will be defined in three-dimensional space and projected on the
image only to calculate the feature value.

Appendix A
Glossary of Terms

Terms related to models:
x

A location in three-dimensional space.

I

An image.

K

The number of images in the image database.

k

The image index, 1 ≤ k ≤ K.

Ik

The k th image in the image database.

I(x, y) The integral image.
p

The parameters of a model.

p?I

The manually specified ideal model parameters for a specific image I.

P

Dimension of parameter space.

N

The number of model points of a model’s projection into three-dimensional
space.

n

The model point index, 1 ≤ n ≤ N

cn (p)

The mapping from the model parameters p to three-dimensional location of
the model’s nth model point.

Terms related to objective functions:
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f (I, p) The global objective function that computes how well a model with parameterisation p fits the image I. In this thesis, lower values correspond to a better
fit.
f ? (I, p) The global objective function computed from ideal local objective functions.
fn (I, x) The local objective function that computes how well the position x fits the image I at the model’s nth model point. It is computed with the help of fn,l (I, x)
fn,l (I, x) The local objective function that computes how well the position x fits the
image I at the model’s nth model point and the lth characteristic direction.
gn (p)

The function that calculates the index l of the most important characteristic
direction of the nth model point and the parametrisation p.

fn? (I, x) The ideal local objective function of the model’s nth model point.
fne (I, x) The designed local objective function of the model’s nth model point.
`
fn,l
(I, x) The learned local objective function of the model’s nth model point and the lth
characteristic direction.

m

The true global minimum of an objective function.

E(I, x0 ) The edge magnitude of the image I at the position x0 .
Terms related to training data generation:
D

The total number of relocations of one model point to one side along the
perpendicular for gathering the training data. The entire amount of relocations
in both directions is 2D + 1.

d

The index of the relocations for the model point for gathering the training
data. (−D ≤ d ≤ D)

xn,d

The dth relocation of model point n.

xn,d,l

The dth relocation of model point n on the lth characteristic direction.

∆

The maximal relocation distance of the points xn,d,l when generating training
data. The dth relocation distance can be computed with ∆d/D.

A

The number of image features (e.g. Haar, edge) provided to the learning
algorithm.

a

The image feature index, 1 ≤ a ≤ A.

ha (I, x) The ath image feature value, calculated from image I at position x.

Glossary of Terms
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s

The considered points in the vicinity of some other point that is testified to
be a local minimum.

L

The number of characteristic directions.

l

The index of a characteristic direction.

Terms related to model trees:
sd

The standard deviation.

SDR

Standard deviation reduction, that is gained when splitting a tree at a particular split point.

T

Set of instances in a node to split.

T1 , T2

Subsets after splitting

Terms related to the evaluation:
µ

The mean vector of feature values required for the alternative approach

S

The covariance matrix of feature values required for the alternative approach

h

The observed feature values required for the alternative approach
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